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Extending the Domain of Wildfire Smoke Segmentation with Diffusion-based Image Mixing

• Wildfire smoke segmentation enables UAV-based wildfire
detection in large areas [1]

• However, the data for wildfire detection is difficult to find,
and the few available data sources are specific to few
geographical locations

• The performance of models trained with the data suffers
greatly when applied in new locations – highlighted by the
almost 50% decrease in Jaccard index in Figure 1.

Motivation

Methods
• Fusing the original smoke data with diffusion model

generated backgrounds creates new data which better
represents the target domain

• The method is enhanced with guidance from a zero-shot
object detection model to avoid generating problematic
samples with the copy-pasting

• Results in realistic training samples where the original
repositioned label masks can be used for supervision

• Provides a way to train models for new domains without
real target domain specific data

• As seen in some of the augmented examples, the
resulting images occasionally contain odd features

• The features are caused by either odd background
generation results, failed sky labelling, or poor original
smoke labels

• Testing with downstream models is in progress
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Figure 1. Examples and Jaccard index results (mean intersection over union or mIoU) of the
training data and target domain test data with the baseline model.

Results

Discussion
• Stable Diffusion 3.5 [2] as the background image generator

with varied prompting to generate the background images
"Boreal forest view {with some lakes, with some small
hills} captured from drone at a 150 meter altitude {in
the summer, in the spring, in the autumn} {with a
clear sky, with a cloudy sky, with a few clouds in the
sky} and a view towards the horizon {at daytime, in
the morning, in the evening, at night}.“

• OmDet-Turbo-Tiny [3] as the zero-shot sky detector

Figure 2. The augmentation method process. The diffusion and sky segmentation model are used as is, without any retraining or fine-tuning. The image fusion is done using
randomized copy-pasting with random scaling, that is adjusted based on the position of the smoke between the bottom of the image and the horizon. The sky position
information is also used to prevent the smoke from being pasted completely on the sky, as such features should be detected as clouds.

Figure 3. Examples of the augmented smoke images.
Training domain data – mIoU: 0.594

Target domain data – mIoU: 0.307


