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An illustrated recap of K-means
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K-means on images?

(a) (b) (c)

Figure: Credits (a, b) Dietrich Krieger, CC BY-SA 3.0, (c) I, Luc Viatour, CC BY 2.0.

§ Is d2pa, bq smaller than d2pa, cq, where d2 denotes the euclidean distance?
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K-means on images convolved with a random AlexNet [Krizhevsky et al., 2012]?

Figure: Random convolution kernels of the first layer of
AlexNet.

(a) (b) (c)

(d) (e) (f)

Figure: Raw images and feature maps
computed by AlexNet.

§ d2pa, bq ą d2pa, cq while d2pd, eq ă d2pd, fq!
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Deep Clustering [Caron et al., 2018]

§ A multilayer perceptron classifier on top of the last convolutional layer of a random AlexNet achieves
12% in accuracy on ImageNet while the chance is at 0.1% [Noroozi and Favaro, 2016].

Figure: Illustration and caption from the Deep Clustering paper [Caron et al., 2018]. ”We iteratively cluster
deep features and use the cluster assignments as pseudo-labels to learn the parameters of the convnet.”
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AlexNet architecture [Krizhevsky et al., 2012]
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Figure: Illustration of an AlexNet-like CNN that performs classification over C classes (figure freely adapted
from [Audebert, 2018]). The first convolutional layer applies 3 ˆ 96 kernels of size 11 ˆ 11 with a stride of 4 on
a RGB image, resulting in a 55 ˆ 55 ˆ 96 activation map.
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Vizualization of AlexNet filters trained with Deep Clustering: first layer

Figure: Filters of the first AlexNet convolutional
layer, trained with Deep Clustering.

Figure: Feature maps of the first AlexNet
convolutional layer, trained with Deep Clustering,
for the iris image.
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Feature / activation maps in CNNs
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Figure: The response / activation of an input image to a convolutional filter is the sum of the feature /
activation map computed by the filter.
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Vizualization of AlexNet filters trained with Deep Clustering: deep layers

Figure: Figure from [Caron et al., 2018]: Filter visualization and top 9 activated images from a subset of 1
million images from YFCC100M for target filters in the layers conv1, conv3 and conv5 of an AlexNet trained
with DeepCluster on ImageNet. The filter visualization is obtained by learning an input image that maximizes
the response to a target filter [Yosinski et al., 2015].
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Deep Visualization via Regularized Optimization [Yosinski et al., 2015]

§ Consider an image x P RCˆHˆW , and aipxq its activation for a CNN filter specified by the index i.

The deep visualization of filter i frames as a regularized problem in image space:

x‹
“ argmax

x
aipxq ´ Rpxq

where Rθ enforces some image properties (e.g. smoothness, small norm...).

§ In practice, regularization can be made by an operator r that maps x to a slightly more regularized
version of itself:

x Ð r
´

x ` η
Bai

Bx
pxq

¯

where η ą 0 is the step size. For instance, r could be a Gaussian blur.
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A simple framework for Contrastive Learning [Chen et al., 2020]

Figure: Illustration of the contrastive
framework. Modified from [Chen et al., 2020].

— The projection head gp¨q is a small neural network
(gphiq “ W p2qReLUpW p1qhiq).

— Agreement is measured by the cosine similarity:

simpzi, zjq “
zTi zj

}zi}}zj}
.

— Yields invariance to (hopefully) task-irrelevant
information.
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The contrastive loss in theory [Oord et al., 2018]

§ Maximizing the cosine similarity would lead to trivial / useless representations (e.g., mapping all data
points to the same representations, known as representation collapse).

§ So contrastive learning builds positive and negative samples through random data augmentations.
Precisely, a batch X of N data points is sampled as follows:

— For i P p1, . . . , Nq

‚ x̃1
i „ ppx̃1

q – sample a view of a training data point,
‚ x̃2

i „ ppx̃2
|x̃1

“ x̃1
i q – sample a view of the same training data point,

— For j from 1 to N , j ‰ i,

‚ x̃2
j „ ppx̃2

q – sample views of N ´ 1 training data points.

N

p

x̃1
1

d

N

d

x̃2
1

...

x̃2
N

f(t(·))

f(t(·))
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The contrastive loss in theory [Oord et al., 2018]

§ The general idea of contrastive learning is to learn a parametric function to discriminate between
positive samples (drawn from ppx̃2

|x̃1
q) and negative samples (drawn from ppx̃2

q).

§ Let’s denote d the random variable equal to i when the i-th sample of the batch is drawn from
ppx̃2

|x̃1
q, while others are sampled from ppx̃2

q.

We aim to model the probability Ppd “ i|X, x̃1
i q that the positive sample within a batch X is the i-th

sample.

§ The likelihood of the batch X is equal to

ppX|x̃1
“ x̃1

i , d “ iq “ ppx̃2
“ x̃2

i |x̃1
“ x̃1

i q

N
ź

j“1,j‰i

ppx̃2
“ x̃2

j q.
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The contrastive loss in theory [Oord et al., 2018]

§ From Bayes rule, we have that

Ppd “ i|X, x̃1
i q “

ppX|x̃1
“ x̃1

i , d “ iq

“1{|T |
hkkkkkikkkkkj

ppx̃1
i |d “ iq

“1{N
hkkkikkkj

Ppd “ iq

ppXqppx̃1
i q

looooomooooon

independent of i

9 ppX|x̃1
“ x̃1

i , d “ iq.

§ Therefore, we deduce that

Ppd “ i|X, x̃1
i q “

ppX|x̃1
“ x̃1

i , d “ iq
řN

j“1 ppX|x̃1 “ x̃1
i , d “ jq

“
ppx̃2

i |x̃1
i q

ś

k‰i ppx̃2
kq

řN
j“1 ppx̃2

j |x̃1
i q

ś

k‰j ppx̃2
kq

“

ppx̃2
i |x̃1

i q

ppx̃2
i q

řN
j“1

ppx̃2
j |x̃1

i q

ppx̃2
j q

.

§ CL uses the neural networks f
`

gp¨q
˘

to approximate the density ratio ppx̃2|x̃1q

ppx̃2q
as follows:

p̂px̃2
|x̃1

q

p̂px̃2q
:“ exp sim

´

f
`

gpx̃1
q
˘

, f
`

gpx̃2
q
˘

¯

.
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The contrastive loss in theory [Oord et al., 2018]

§ This leads to the following loss function for a batch X and positive sample i:

LNCEpXq “ ´EX

«

log
exp sim

´

f
`

gpx̃1
i q

˘

, f
`

gpx̃2
i q

˘

¯

řN
j“1 exp sim

´

f
`

gpx̃1
i q

˘

, f
`

gpx̃2
j q

˘

¯

ff

§ When N is large enough,

Ipx̃1, x̃2
q ě log N ´ LNCEpXq

where Ipx̃1, x̃2
q :“ Ex̃1,x̃2 log ppx̃2|x̃1q

ppx̃2q
is the mutual information1 between the views x̃1 and x̃2. It

measures the amount of information obtained about x̃2 by observing x̃1.

Therefore, minimizing LNCEpXq is equivalent to maximizing the lower bound log N ´ LNCEpXq of the
mutual information between views.

1https://en.wikipedia.org/wiki/Mutual information
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The contrastive loss in practice [Chen et al., 2020]

§ Each sample in the batch is used as a positive sample:

LNCEpXq “ ´

N
ÿ

i“1

«

log
exp

`

simpzi, zi`N q
˘

ř2N
j“1 1ri‰jsexp

`

simpzi, zjq
˘ ` log

exp
`

simpzi`N , ziq
˘

ř2N
j“1 1ri`N‰jsexp

`

simpzi`N , zjq
˘

ff

N

p

N

d

N

d

positive pair

negative pair

f(t(·))

(a) Data augmentation and forward

2N

2N

d

d

target dimension

b
a
tc
h
d
im

en
si
o
n

(b) Concatenation and cosine similarity computation

(c) ”Mask” diagonal and apply softmax.
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Try for yourself!

https://dl4ia.readthedocs.io/en/latest/tutorials/learning_visual_representations/

learning_visual_representations.html
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