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Abstract

Most of previous researches in regression trackers mainly explore deep models for feature extraction, and then use
sophisticated architectures for online detection. Such systems have many a massive number of trainable parameters,
introducing the risk of severe over-fitting. Moreover, the increasingly complex model severely compromises the speed
for many practical applications. Recently, several lightweight structures based discriminative correlation filters (DCF)
have been proposed for tracking problem, while their performance lags far behind some state-of-the-art trackers. We
argue that DCFs often learn a single linear template that cannot well discriminate targets from their surroundings.
Furthermore, template updates by linear interpolation in such trackers will include many noisy example, degrading the
trained model. In this paper, we present a simple yet effective system, called LiteCNT. Our algorithm only consists
of three convolutional layers for the whole tracking process. In addition, a multi-region convolutional operator is
introduced for regression output. This idea is simple but powerful as it enables our tracker to capture more details of
target object. We further derive an efficient and effective operator to approximate multi-region aggregation. Extensive
experiments on five benchmark datasets, including OTB2013, OTB2015, UAV123, LaSOT and VOT2017, illustrate that
the proposed method performs well comparable with state-of-the-art trackers. For example, our LiteCNT contains only
100 KB in model size and operates at 50 FPS on a single GPU, while obtaining 65.9% AUC on OTB2015, code is
available at https://github.com/ZjjConan/LiteCNT.

1 Introduction
We consider the problem of tracking an arbitrary object in a video, where the object is represented by a rectangle at the
beginning of a video sequence. In recent years, regression trackers have drawn great attention in the tracking community
[3, 20, 6, 44, 38, 31], due to the following two important factors: (1) regression trackers often obtain dense response
scores over all searching locations in the one-pass forward evaluation, which is potential to be much faster and simpler
than traditional sparse sampling based methods; (2) with the help of deep Convolutional Neural Networks (CNNs),
regression trackers have achieved outstanding tracking performance on various benchmarks [47, 48, 30, 25, 26].

Regression trackers often learn a mapping from an input sample to soft labels, which are usually generated by a
gaussian function. Recent researches are often directed at improving tracking accuracy and robustness. For example,
discriminative correlation filters (DCFs) based methods focus on the sophisticated learning formulation, such as spatial
regularization [8], background-aware sampling [12], and continuous convolution [9]. Also, Convolutional Regression
Trackers (CRTs) mainly exploit different architectures for regression outputs, such as fully convolutional networks
[44, 45] and residue learning [38, 31]. In addition, most of regression trackers [6, 31] are all based on deep networks
[4, 37] for robust tracking. This has led to substantially larger tracking models, as shown in Figure 1. During online
learning, their specially designed decision models contain a massive number of trainable parameters, introducing the risk
of severe over-fitting. Therefore, it is reasonable to doubt, whether a simple system can achieve comparable tracking
performance against with some state-of-the-art trackers?

Recently, some researches [42, 36] reformulate DCFs as a differentiate layer and thus enables the learned networks
to be tightly coupled with DCFs. In their methods, several options of lightweight structures (70KB ∼ 2MB) have
been proposed for visual tracking. But their trackers do not perform comparable with some state-of-the-art regression
trackers as shown in Figure 1. This is mainly because: (1) existing lightweight trackers only learn a single template
that cannot well discriminate object from its surroundings in some challenge situations such as deformation, occlusion
and background clutter (see Figure 2), and (2) these approaches often use a linear interpolation operation to update the
template over time, which is prone to drifting of the trackers due to noisy updates.
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Figure 1: Speed and Success Rate (AUC) of some representative deep trackers on OTB2015 [48]. The size of circles is
proportional to the model size of visual tracker. The model size includes the feature network and the online detection
model. The proposed LiteCNT achieves very promising results, while being significant smaller compared with some
state-of-the-art methods.

Figure 2: A comparison of our approach with two recently introduced lightweight trackers in challenging situations,
such as deformation, occlusion and background clutters. The results of CFNet [42], DCFNet [36], and our approach are
represented by red, blue, and green boxes, respectively.

In this paper, we propose a quite simple but surprisingly effective algorithm for visual tracking. Our algorithm
is based on a backbone network, VGG-M [4] in this work. Unlike state-of-the-art regression trackers, only the first
convolutional layer of VGG-M is adopted for feature extraction. Our system adds two convolutional layers for regression
output and jointly optimizes the added layers online in the spatial domain via back-propagation. It avoids the boundary
effect in Fourier transform in all DCF trackers, which might degrade the quality of tracking mode. In addition, the first
frame is utilized as an additional training example to reduce the impact of noisy updates. This update strategy has been
exploited in many regression trackers, such as FCNT [44] and CREST [38]. However, it is difficult to be efficiently
integrated into linear interpolation based tracking algorithms, for example CFNet [42] and DCFNet [36]. Moreover,
instead of using a single layer for tracking, we propose to employ a multi-region convolutional layer to capture more
details of the tracked target. This layer has more trainable parameters and is hard to optimize to obtain complementary
cues from different regions. To address these issues, we further derive an effective way to approximate this aggregation.
Extensive experiments demonstrate the effectiveness of our method. In summary, our contributions are as follows:

• We propose a lightweight structure for robust visual tracking. It only consists of three convolutional layers for the
whole tracking process.

• We present a multi-region convolutional layer and derive an operator to approximate multi-region aggregation,
called AMR layer. This further improves tracking performance with a small computational overhead to the stan-
dard convolution.

• We extensively evaluate the proposed method on five benchmark datasets. Our method achieves very competitive
performance against state-of-the-art trackers with only around 100 KB in model size.
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2 Related Work
Visual tracking has a very long history and there are numerous methods proposed in last decades. Due to space limita-
tions, this section first provides a brief review on deep network based tracking algorithms, and then focuses on methods
that are most related to our work.
Deep Tracking. Inspired by the successes of deep networks [4, 37, 18] in image classification, various deep trackers
[46, 21, 33, 9, 6, 35, 49, 23, 39] have been proposed in recent years. Wang and Yeung [46] propose a method to learn
generic object prior by a stacked denoising autoencoder for visual tracking. Hang et al. [21] build a SVM classifier
on the pre-trained CNN features to construct a target-specific saliency map. Ma et al. [33] independently train three
DCFs on different layers of a pre-trained CNN and fuse the trained DCFs in a coarse-to-fine manner. Danelljan et al. [9]
propose continuous convolution to integral multiple types of features, and later optimize this method in [6]. Nam and
Han (MDNet) [35] adopt videos to offline train a CNN. By treating each video as a specific domain, MDNet learns a
very discriminative representation and obtains state-of-the-art results on various benchmarks [47, 48]. Further, MDNet
has been improved in speed [23] by ROIAlign [17], and in feature representation [39] by adversarial learning.

More recently, Siamese CNNs have attracted increasing attention for visual tracking because their good balance
between accuracy and speed. Typical algorithms include tracking by learning a mapping function for region-wise com-
parisons [41], tracking by a fully Convolutional Siamese network [2, 16], tracking by estimating target’s motion [19]
and tracking by Siamese region proposal network [27]. Different from the aforementioned deep trackers, our work aims
at designing a lightweight structure for robust visual tracking.
Convolutional Regression Tracking. Our tracker is also similar to convolutional regression trackers (CRTs), which
mainly learns a network to regress soft labels, generated by a gaussian function. The recent FCNT [44], STCT [45],
CREST [38], and DSLT [31] trackers belong to this category. FCNT learns two regression networks from different CNN
layers and outputs response maps by switching these two regressors according to their output confidence. STCT [45]
exploits ensemble learning to select robust CNN feature channels. DSLT [31] adopts a novel shrinkage loss to reduce
the importance of easy samples. CREST [38] learns a base network and a residual network simultaneously and infers
the target position by fusing their outputs. Current researches in CRTs focus on improving performance by building a
complex network for tracking. In contrary, we show a surprisingly simple system (about 100KB in model size) that can
achieve comparable results, while being significantly faster than previous CRTs.
Lightweight Networks for Tracking. Our goal is similar to some recently introduced methods [42, 36] that use
lightweight networks for object tracking. These works are all based on DCFs by reinterpreting the correlation filters
as a differential layer and train their networks from well-labeled video sequences. In contrast to these methods, we
base our tracker on ImageNet [10] pre-trained network without using any videos for network fine-tuning. Moreover, we
argue that a single template in [42, 36] cannot well discriminate target from its surroundings, and henceforth develop
an efficient multi-region based convolutional layer. It allows our tracker to capture various regional cues of a target and
improves tracking performance.

3 Our Approach
VGG-M [4] is a widely used backbone network for image classification and object detection. It is also employed in
[9, 6] for visual object tracking. Our method adds two convolutional layers over the first convolutional output in VGG-
M network, called conv1. The whole tracker configuration is illustrated in Figure 3d. The conv1 feature preserves more
spatial details than deeper layers of the VGG-M network. Such details are more helpful for precisely target locating.
Another merit that we select conv1 feature is that it provides a good generalization ability. Features from this layer are
well known to resemble Gabor filters and color blobs, containing less task-specific semantics. It may be more suitable
for arbitrary object tracking.

On the top of conv1 feature, the first added convolutional layer has kernels of size 1× 1 and outputs 48 feature maps
as the input to the next layer. It reduces the feature channels to ease the computational load. The second layer is our
specially designed convolutional layer to capture various region information of a target for robust tracking. It generates
a single channel heatmap for a search area, where the maximal value indicates the target location in the current input.

The inference process of our tracker is similar to other regression trackers. Specifically, it operates on a search
region, cropped centered at previously estimated location, and outputs the response heatmap. During online tracking,
our tracker jointly optimizes the two additional layers. Standard l2 loss is used between the predicted heatmap and soft
labels. The soft labels are generated by employing a 2D gaussian centered on the target location.
Discussions. To understand the simplicity and rationality of our method, we discuss three related trackers as references,
namely CREST [38], DSLT [31] and CFNet [42]. They are presented in Figure 3.
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(a) CREST [38] (b) DSLT [31] (c) CFNet [42] (d) Ours

Figure 3: Different architectures of some relatedp trackers. CREST [38] learns a base network and a residue network
from conv4 3 of the VGG-16 [37]. Temporal residue aggregation in CREST is omit for simplicity. DR stands for
dimensionality reduction and it is only learned from the first frame. DSLT [31] first fuses the conv4 3 and conv5 3
features of the VGG-16, and then trains two regression layers to predict target position. CFNet [42] builds a DCF on top
of pre-trained networks, where the networks are offline learned using DCF layer from many videos. Our system (d) is
relative simpler than previous regression trackers. A 1× 1 convolutional layer is used to reduce the conv1 output of the
VGG-M, and the proposed AMR layer is employed for regression output. All layers in red boxes are updated online.

CREST [38] firstly applies PCA to reduce the conv4 3 of the VGG-16 [37] feature channels, and then learns two re-
gression networks on that reduced features. One base network (shown asw×h Conv in Figure 3b) is used to approximate
the soft labels, and the other is to capture the difference between the base layer output and the ground truth.

DSLT [31] fuses the conv4 3 and conv5 3 layers of the VGG-16 and then learn two regression layers (w × h Conv
in Figure 3c). One is built upon the combined feature maps, while another one is attached after conv5 3. To reduce the
computational cost, DSLT adopts two 1× 1 convolutional layers on conv4 3 and conv5 3 respectively.

CFNet [42] is one of representative lightweight trackers, which offline trains an AlexNet-like model with a reformu-
lated DCF layer. During its online tracking, CFNet simply compares the template after DCF layer with that feature from
the coming frame. The template is updated online by linear interpolation.

Comparing our tracker with DSLT [31] and CREST [38] in Figure 3, it is clear that our method differs from them
in how multiple cues of a target are acquired. DSLT and CREST adopt multiple branches on either different layers or
the same layer. While our tracker captures multiple cues by the specifically designed layer (AMR) in a much simpler
way, without online optimizing several branches. Later, we will show that AMR can be easily implemented and trained
via back-propagation. It clearly demonstrates that our algorithm is more efficient than previous regression trackers. In
addition, our backbone feature extractor requires less memory footprint than [38, 31]. As shown in Figure 3, our tracker
is as simple as CFNet [42] family but also has the following 2 differences: (1) our tracker learns to capture different
region-wise information of the tracked target; (2) we optimize the online model in spatial domain using all real training
examples within a search window.

3.1 Naive Multi-Region Regression
We first present the general formulation of our regression tracker, and then present naive multi-region regression layer.
Our tracker learns a mapping from input samples to soft labels by minimizing the following equation:
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(a) Input X1 (b) NMR (c) AMR

Figure 4: (a) Features after 1× 1 convolutional layer. (b) Naive Multi-Region (NMR) convolutional layer. For response
output on each location (red), NMR exploits multi-region features by employing multiple parallel filters with different
kernel sizes. The sizes of kernels are shown in different colors. (c) Approximate Multi-Region (AMR) convolutional
operator. AMR approximates the aggregation of NMR by a specifically designed mask M .

L(W1,2) = ||Y −FW2(W1 ∗X)||2 + λ||W1,2||2, (1)

where Y is the soft labels, generated by a 2D gaussian function. X is the input feature map, i.e., conv1 of the VGG-M in
our tracker. W1 and W2 are learnable parameters in the two added layers, respectively. λ is the regularization parameter.
We use F to represent the second convolutional layer for regression output. In this section, we instantiate F with naive
multi-region (NMR) regression layer.

Denote the first 1×1 convolutional output by X1 = W1∗X . Our NMR is defined asFw2
(X1) =

∑N
i=1(W

i
2 ∗X1),

which can be achieved throughN parallel filters with different kernel sizes. Figure 4b shows the structure of the proposed
NMR. We define kernel in the ith branch as W i

2 , i = 1, 2, ..., N with size [iw/N, ih/N)], where [·] is round operator,
w and h are the target size. So the largest kernel WN

2 covers the whole target, which we referred this layer as the
base convolutional layer. This target-related convolution is a common setup in CREST [38] and DSLT [31] and it is
demonstrated to be superiorly in visual tracking than some standard sizes such as 3 × 3 [45] or 9 × 9 [44]. Kernels
in other branches (i.e., i = 1, ..., N − 1) are smaller than target size. They aim at capturing more details within the
target. From the perspective of residue learning, our NMR can be reformulated as a combination of the base layer
FB(X1) = WN

2 ∗X1 and the residue mapping FR(X1) =
∑N−1

i=1 Wi ∗X1. This is similar to [38] that learns optimal
mapping by multiple branches. The residue branch is demonstrated to be helpful to reduce the noisy response values
[38] by modeling the difference between base layer output and the soft labels. However, different from [38], no ReLU
is introduced into our NMR, which further helps us derive a much simpler and more efficient operator.

3.2 Approximate Multi-Region Regression
As above presentation, NMR uses multiple branches to regress the soft labels. For its training, all convolutional layers
are updated simultaneously whenever model updates are triggered. However, in this case, NMR cannot well keep the
heterogeneity of all branches. For example, when all branches are jointly trained, the overall loss could be small if
some of these branches output good response maps. The other branches will not be well optimized since the gradients
of current training samples are very small. To provide diverse models, all branches can be separately trained [16] or
optimized with stochastic learning [14], which will largely increase computational cost.

Here, we derive a simple operator to approximate multi-region aggregated output. Our formulation is based on the
following observation: regression output is often obtained by linear convolutional layers. For example, w × h Conv in
CREST [38] and DSLT [31] (see Figure 3b and 3c) are all linear convolutional layers. Also, we use linear convolutional
layers in all branches to achieve multi-region aggregations (see Figure 4b). Therefore, the regression output F can be
reformulated as Fw2(X1) = (

∑N
i=1 W

i
2) ∗X1 due to linear properties of convolutional operator. Here, all W i

2 have
the same size to the largest kernel WN

2 by zero padding. Note that, this is difference to the method that uses only single
base convolutional layer for regression output. It explicitly explores multiple scales of regions in a target for tracking.
For example in Figure 4, to obtain response value in center pixel (red), pixels in purple box are convoluted by all N
kernels, while pixels only in blue box are just convoluted by the largest kernel.

Based on this analysis, we use a 2D mask M to mimic such behaviour. Specifically, M has the same spatial size
to WN

2 . It is separated by multiple regions as shown in Figure 4c. Those regions are with the same size to the size
of convolutional kernels in NMR. We define the mask as M(r,c) = N − i + 1, if r, c are within ith region, defined as
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[(i−1)×a] ≤ r ≤ [i×a] and [(i−1)×b] ≤ c ≤ [i×b]. a and b are h/N andw/N , respectively. Then the base kernel WN
2

is firstly scaled by this mask to mimic the kernel aggregation, and then do convolution asFw2
(X1) = (M�WN

2 )∗X1.
To achieve this goal, we optimize all parameters by the following equation:

L(Θ) = ||Y − (M �WN
2 ) ∗ (W1 ∗X)||2 + λ||Θ||2, (2)

where Θ groups all parameters {W1,W
N
2 ,M}. Because all operators in Eq (2) are differentiate, each parameter in Θ

can be easily trained via the standard back-propagation manner. Eq (2) tells us that only the base convolutional layer is
retained in our AMR, which dramatically ease the learning and inference process.
Relation to other mask based convolution. Our AMR Conv differs from many approaches using masks for visual
tracking. For example, [8, 12] use masks to incorporate more training samples to learn robust DCF templates. Also,
[45, 40] adopt dropout mask to prevent co-adaptation of features from different spatial regions. The proposed AMR Conv
explores all spatial details from the target object.

4 Online Tracking Approach
Our tracker LiteCNT is implemented in Matlab, using MatConvNet [43]. It runs at over 50 FPS on a Nvidia GT-1080
GPU. The source code will be made public.
AMR Parameters. N = 2 is sufficient for achieving robust tracking performance as our experiment demonstrated.
Therefore we use this setting for almost all evaluations except VOT2017 testing. On VOT2017, targets are often undergo
large deformation and several rotation. Therefore, we useN = 3 to capture more details for robust tracking. In addition,
we do not find that updating M can significantly improve tracking performance. Therefore, M is initialized in the first
frame and fixed during the tracking process.
Model Learning. Given an input frame with the target bounding box, we crop a patch centered at the target position,
in which the size of that patch is 4.5× the target size. We then extract conv1 feature from that patch. W1 and W2 are
randomly initialized following zero mean gaussian distribution. Then added two layers are jointly optimized by Adam
[24] for 150 iterations with a learning rate 1e− 5. Soft labels Y are generated by a 2D gaussian function with a kernel
width proportional (1/12) to the target size. For online optimization, we periodic update (every 5th frame) the last two
layers. In every 5th frame, we perform 5 number of Adam solver to refine the model. Our training examples from the
first frame and the latest reliable prediction (max(F) > 0.35) in the last 5 frames. The learning rate is the same to the
initial learning rate.
Online Tracking. The online tracking scheme is straight-forward. For each frame, we extract the search patch centered
at the previously estimated location. This search patch has the same size with the training patch. Our tracker will
estimate target position by finding the maximum value on the generated response map. To cope with scale changes, we
search the maximal response on image pyramids with scale factors {1.02a, a = [−1, 0, 1]}.
Others. The proposed method is implemented using MATLAB with MatConvNet [43] on a computer with one Intel .
We fix all parameters across all state-of-the-art comparisons on various benchmarks. For fairly comparison in tracking
speed, we re-run the publicity codes on our own computer.

5 Experiment
The proposed LiteCNT is evaluated on five tracking benchmark datasets: Object Tracking Benchmark (OTB) [47, 48],
UAV123 [34], VOT2017 [26] and LaSOT [11]. We follow the common evaluation on each benchmark. Specifically, on
all datasets except VOT2017, our tracker is evaluated by one-pass evaluation (OPE) with distance precision (DP) and
overlap success (OS) plots. For each tested frame, the DP measures the distance between the center of the predicted
bounding box and the provided ground truth, while the OS measures the overlap ratio between these two kinds of boxes.
For VOT-2017 benchmark, the official toolkit1 is used to conduct experiments and generate results. On this dataset,
accuracy (Acc), failure rate (Fail.rt) and expected average overlap (EAO) are reported. EAO is the main metric and takes
into account both the per-frame accuracy and the number of failures.

5.1 Ablation Studies
We run a number of ablations on OTB2015 [48] dataset. Results are shown in Table 1 and discussed in detail next.

1https://github.com/votchallenge/vot-toolkit

6



DP OS AUC Avg.FPS Avg.MSZ

Base Conv 83.0 77.1 61.7 53.8 116
AMR Conv 89.1 82.3 65.9 51.4 117

+6.1 +5.2 +4.2 −2.4 +1

(a) Base Conv v.s. AMR Conv: The re-
sults obtained by two types of convolu-
tional layers. Our AMR Conv outperforms
Base Conv by a large margin with a small
computational poverhead.

DP OS AUC Avg.FPS Avg.MSZ

NMR Conv 86.1 79.0 63.3 45.2 126
AMR Conv 89.1 82.3 65.9 51.4 117

+3.0 +3.3 +2.6 +6.2 −9

(b) AMR Conv v.s. NMR Conv: The
results obtained by two types of multi-
region convolutional layers. The AM-
R Conv shows consistently improvement
over NMR Conv with less parameters.

LiteCNT with DP OS AUC

DropFeature [45] 82.8 76.0 61.1
DropKernel [40] 82.7 76.2 61.3

AMR Conv 89.1 82.3 65.9

(c) AMR v.s. Dropout: Comparing our
AMR Conv with other mask based con-
volutional layers, including masking out
feature maps [45] and dropping out con-
volutional kernels [40].

Table 1: Ablation studies on OTB2015 [48]. We mainly report DP, OS and AUC in percentage numbers. The model size
(MSZ) is reported in number of KB and the speed (FPS) is benchmarked on this dataset. pExperiments are conducted
with settings provided in Section 4 unless otherwise noted.
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Figure 5: Comparison of success rate plots with various N in AMR. With approximate multi-region convolution, LiteC-
NT outperforms the baseline method (N = 1).
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Figure 6: Changes of OS compared to the Base Conv over all 11 tracking challenges.

AMR Conv v.s. Base Conv: In this comparison, regression output from the base convolutional layer (referred as Base
Conv) is only obtained by the largest kernel WN

2 , which has the same size with target object. Results in Table 1a
demonstrate that tracking with the proposed AMR Conv obtains considerable improvements over tracking with Base
Conv in all evaluated metrics. It is worth noticing that the gain is not due to more parameters; rather, it is because the
AMR implicitly explores multi-scales of region information for visual tracking. In addition, for each sample, AMR Conv
only needs a few additional element-wise operations, and hereby adds only a small overhead to convention convolutional
layer (see comparisons of speed and model size of AMR Conv and Base Conv in Table 1a).

Figure 5 displays tracking success rate by varying the number of regions (N) in mask M . N = 1 is the method that
only uses base convolutional layer for regression output. From Figure 5, we observe that our approximate multi-region
convolution is effective in various number of regions.

We also compare the proposed AMR Conv with Base Conv on all tracking attributes. Figure 6 shows the graph of
how success rate of each attribute changes compared to Base Conv. Results from this figure indicate that the proposed

7



(a) Results on OTB2013 (b) Results on OTB2015

Figure 7: Precision and success plots on OTB-2013 [47] and OTB-2015 [48] benchmarks. The legend contains the area-
uder-the-curve score and the average distance precision score at 20 pixels for each tracker. Only the top 10 trackers are
shown in the legend for clarity. Our approach is shown in bold and achieves comparable results with other performers.

AMR is effective in handling all tracking attributes. It is mainly because that AMR exploits more details within a target
object compared to the single Base Conv.
AMR Conv v.s. NMR Conv: AMR approximates NMR by a pre-defined mask. In Table 1b, we compare these two
types of multi-region convolutional layers. Overall, the AMR achieves considerable improvements over NMR in terms
of DP, OS and AUC. As shown in Table 1a and Table 1b, NMR Conv yields better results than Base Conv. Results from
these comparisons demonstrate that multi-region convolution provides better appearance model by capturing different
sizes of region cues within the target object, which is helpful in visual tracking.
AMR Conv v.s. Other Mask Conv: A comparison of the proposed AMR Conv with other mask based convolutional
layers is shown in Table 1c. For this experiment, our LiteCNT framework is adopted as default tracker. DropFeature
[45] uses dropout to mask the convolutional output, while DropKernel [40] adopts dropout to remove some units in
kernels. As shown in Table 1c, our AMR Conv provides much better performance than other choices. Interestingly, our
LiteCNT with dropout masks do not perform as well as the Base Conv (see Table 1a). This may because that some useful
information of a target are removed by dropout layers. In contrast, our AMR Conv exploits all spatial details.

5.2 Comparisons with State-of-the-art
We present the comparison of our LiteCNT with state-of-the-art trackers on five challenging tracking benchmarks.
OTB datasets. There are two variants of this dataset. The OTB-2013 [47] contains 50 challenge videos and the OTB-
2015 [48] additionally adds 50 video sequences. All videos are mannully annotated with 11 attributes, including de-
formation, occlusion, illumination variation, rotation, motion blur, fast motion, in-plane rotation, out-of-plane rotation,
out-of-view, background clutter and low resolution. The proposed LiteCNT is compared with 20 state-of-the-art track-
ers, which can be broadly categorized into 3 classes: (1) DCF trackers including ECO [6], ECOhc [6], C-COT [9],
DeepSRDCF [7], SRDCF [8], CSRDCF [32], BACF [12], KCF [20], CFNet [42] and DCFNet [36]; (2) Convolutional
Regression trackers including FCNT [44], STCT [45], CREST [38] and DSLT [31]; (3) other representative trackers
including Struck [15], Staple [1], SiamFC [2], CNN-SVM [21], SiamRPN [27], and RT-MDNet [23]. Note that we
employ the publicly available codes or results provided by the authors for fair comparison.

Figure 7a and Figure 7b show all compared results on OTB-2013 [47] and OTB-2015 [48] benchmarks respectively.
The AUC and distance precision scores for each tracker are reported in the figure legend. Here, only top 10 trackers are
reported for clarity. We exclude some trackers, such as MDNet [35], VITAL [39] and ADNet [49], since they use many
tracking videos for training. Overall, the proposed LiteCNT performs favorably against other top performers on both
datasets. Specifically, our LiteCNT achieves 0.674 AUC score and 0.911 precision plot on OTB-2013 dataset. These
results are comparable with many complex systems, such as ECO, C-COT and DSLT. On OTB-2015, our LiteCNT also
achieves very promising result in both precision plot and AUC score. In comparison to other regression trackers such as
CREST, FCTN and STCT, the proposed LiteCNT achieves a large improvement. For example, our LiteCNT outperforms
CREST by achieving a relative gain of 6.3% and 5.8%, respectively, in terms of precision and AUC score.

Table 2 compare our LiteCNT with some lightweight trackers, including CFNet [42] and DCFNet [36], on OTB-
2015 dataset. Overall. the proposed LiteCNT achieves considerable performance gains over other two trackers in both
mean OS and DP. For example, LiteCNT obtains absolute gains of 11% and 14% in OS and DP, compared to DCFNet. In
addition, LiteCNT obtains the second best speed on this dataset. It clearly demonstrates the effectiveness of the proposed
method. Another merit of our LiteCNT is that we do not need to train the tracker on many video sequences, labeled
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Name CFNet-C1 CFNet-C2 CFNet-C3 DCFNet LiteCNT

Year 2017 [42] 2017 [42] 2017 [42] 2017 [36] This work

OS 0.68 0.69 0.64 0.71 0.82

DP 0.73 0.75 0.73 0.75 0.89

Avg.FPS 42.9 41.6 46.1 90.7 51.5

Avg.MSZ 76 KB 314 KB 2MB 79 KB 117 KB

Table 2: Comparison on OTB-2015 [48] benchmark dataset in terms of mean OS, DP, speed (FPS) and model size (MSZ).
“CX” stands for the X-th convolutional layer used in CFNet [42] for tracking. The best two results are represented by
red and blue color, respectively. Our LiteCNT significantly outperforms other lightweight trackers.

Figure 8: Precision and success plots on the UAV123 [34] dataset. The legend contains the area-uder-the-curve score
and the average distance precision score at 20 pixels for each tracker. The proposed LiteCNT achieves very competitive
results against other top performers.

with bounding boxes and instance annotations. Such supervised signals are, however, more expensive to acquire than
image-level labels.
UAV123 Dataset. This dataset [34] consists of 123 video sequences captured by unmanned aerial vehicles (UAVs). We
compare the proposed LiteCNT with many representative methods including ECO [6], ECOhc [6], SRDCF [8], SAMF
[29], MEEM [50], MUSTER [22], Struck [15] and CFNet-C1 [42]. Figure 8 displays precision plot and success plot
over all the 123 videos. Among the compared methods, ECO achieves the best results in terms of precision and success
rate. Our tracker, having less than 1% of the parameters of the ECO (model comparisons can be found in Figure 1),
obtains a similar performance in precision (0.738 v.s. 0.741) and AUC score (0.522 v.s. 0.525).
VOT2017 Dataset. This dataset contains 60 challenging videos, which are annotated by 5 attributes: occlusion, illumi-
nation change, motion change, size change, and camera motion. We compare our method with representative trackers,
including LSART [40], ECO [6], C-COT [9], CRT [5], SiamRPN [27], ECOhc [6], SiamFC [2], Staple [1] and CFNet-
C1 [42]. Detailed comparisons are shown in Table 3. As one can see, LiteCNT achieves the second best real-time EAO
(RT-EAO) score of 0.218, which significantly outperforms some state-of-the-art trackers, such as LSART, ECO and
C-COT. Further, our LiteCNT obtains about 10% gains in both EAO and RT-EAO over CFNet-C1, which is also a small
network based tracking method.
LaSOT Dataset. This dataset [11] is a recently introduced tracking dataset. It provides a large-scale and high-quality
dense annotations with 1400 videos in total. Our tracker is evaluated on 280 testing videos provided by the author [11].
For clarity, we only compare with top trackers, including ECO [6], MDNet [35], VITAL [39], SiamFC [2], StructSiam
[51], DSiam [13], STRCF [28], SINT [41], ECOhc [6], CFNet [42] and BACF [12]. All results are obtained from this
benchmark [11]. Among the compared trackers, MDNet achieves the best AUC and precision plots. The proposed
LiteCNT performs favorably against MDNet and VITAL in AUC score. One great advantage of our tracker over MDNet
and VITAL is that the proposed LiteCNT only has around 100 KB in memory, which may be more suitable in some
real-world applications, such as embedded systems. In addition, LiteCNT runs at around 45 FPS on this dataset, which
is more efficient than MDNet with around 1 FPS.
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Tracker Acc (↑) Fail.rt (↓) EAO (↑) RT-EAO (↑)

LiteCNT 0.508 1.547 0.237 0.218
LASRT [40] 0.486 0.776 0.323 0.055

ECO [6] 0.488 0.983 0.281 0.078
C-COT [9] 0.489 1.133 0.267 0.058

CRT [5] 0.462 1.199 0.244 0.068
SiamRPN [27] 0.489 1.650 0.244 0.244

ECOhc [6] 0.495 1.550 0.238 0.177
SiamFC [2] 0.497 2.083 0.188 0.182

Staple [1] 0.520 2.450 0.169 0.170
CFNet-C1 [42] 0.473 3.467 0.126 0.107

Table 3: Comparison on the public VOT2017 [26] dataset in terms of expected average overlap (EAO), real-time expect-
ed average overlap (RT-EAO), robustness (Fail.rt) and accuracy (Acc). The up arrows indicate higher values are better
for that metric, while down arrows mean lower values are better. The best two results are highlighted in red and blue
fonts, respectively.

Figure 9: Precision and success plots over all 280 sequences using one-pass evaluation on the LaSOT [11] testing split.
The legend contains the area-uder-the-curve score and the average distance precision score at 20 pixels for each tracker.
The proposed LiteCNT achieves very competitive results against other top performers.

6 Conclusion
We propose a simple yet effective regression tracking framework, referred as LiteCNT. Our LiteCNT only consists
of three layers for the whole tracking process. The proposed architecture efficiently integrates multi-region cues of a
target object by a specially designed convolutional layer. This layer is demonstrated to be helpful in visual tracking and
adds only a small overhead to the standard convolutional layer. Extensive experiments are conducted on five tracking
benchmarks. Our approach performs favorably against some state-of-the-art methods, while being much smaller in
model size and faster in the running speed.

Future research may include extensions to account for multi-scale aggregations by MaskConv, and exploring a
method to effectively update the mask.
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and G. Fernandez. The visual object tracking vot2017 challenge results, 2017. 1, 6, 10
[27] B. Li, J. Yan, W. Wu, Z. Zhu, and X. Hu. High performance visual tracking with siamese region proposal network. In CVPR,

pages 8971–8980, 2018. 3, 8, 9, 10
[28] F. Li, C. Tian, W. Zuo, L. Zhang, and M.-H. Yang. Learning spatial-temporal regularized correlation filters for visual tracking.

In CVPR, pages 4904–4913, 2018. 9
[29] Y. Li and J. Zhu. A scale adaptive kernel correlation filter tracker with feature integration. In ECCVW, pages 254–265. Springer,

2014. 9
[30] P. Liang, E. Blasch, and H. Ling. Encoding color information for visual tracking: Algorithms and benchmark. TIP, 24(12):5630–

5644, 2015. 1
[31] X. Lu, C. Ma, B. Ni, X. Yang, I. Reid, and M.-H. Yang. Deep regression tracking with shrinkage loss. In ECCV, pages 353–369,

2018. 1, 3, 4, 5, 8
[32] A. Lukezic, T. Vojir, L. C. Zajc, J. Matas, and M. Kristan. Discriminative correlation filter with channel and spatial reliability.

In CVPR, volume 6, page 8, 2017. 8
[33] C. Ma, J.-B. Huang, X. Yang, and M.-H. Yang. Hierarchical convolutional features for visual tracking. In ICCV, 2015. 3
[34] M. Mueller, N. Smith, and B. Ghanem. A benchmark and simulator for uav tracking. In ECCV, pages 445–461. Springer, 2016.

6, 9
[35] H. Nam and B. Han. Learning multi-domain convolutional neural networks for visual tracking. In CVPR, pages 4293–4302,

2016. 3, 8, 9
[36] J. X. M. Z. W. H. Qiang Wang, Jin Gao. Dcfnet: Discriminant correlation filters network for visual tracking. arXiv preprint

arXiv:1704.04057, 2017. 1, 2, 3, 8, 9
[37] K. Simonyan and A. Zisserman. Very deep convolutional networks for large-scale image recognition. arXiv preprint arX-

iv:1409.1556, 2014. 1, 3, 4

11



[38] Y. Song, C. Ma, L. Gong, J. Zhang, R. W. Lau, and M.-H. Yang. Crest: Convolutional residual learning for visual tracking. In
ICCV, pages 2574–2583. IEEE, 2017. 1, 2, 3, 4, 5, 8

[39] Y. Song, C. Ma, X. Wu, L. Gong, L. Bao, W. Zuo, C. Shen, R. W. Lau, and M.-H. Yang. Vital: Visual tracking via adversarial
learning. In CVPR, pages 8990–8999, 2018. 3, 8, 9

[40] C. Sun, H. Lu, and M.-H. Yang. Learning spatial-aware regressions for visual tracking. In CVPR, pages 8962–8970, 2018. 6, 7,
8, 9, 10

[41] R. Tao, E. Gavves, and A. W. M. Smeulders. Siamese instance search for tracking. In CVPR, 2016. 3, 9
[42] J. Valmadre, L. Bertinetto, J. Henriques, A. Vedaldi, and P. H. Torr. End-to-end representation learning for correlation filter

based tracking. In CVPR, pages 5000–5008. IEEE, 2017. 1, 2, 3, 4, 8, 9, 10
[43] A. Vedaldi and K. Lenc. Matconvnet: Convolutional neural networks for matlab. In MM, pages 689–692. ACM, 2015. 6
[44] L. Wang, W. Ouyang, X. Wang, and H. Lu. Visual tracking with fully convolutional networks. In ICCV, pages 3119–3127,

2015. 1, 2, 3, 5, 8
[45] L. Wang, W. Ouyang, X. Wang, and H. Lu. Stct: Sequentially training convolutional networks for visual tracking. In CVPR,

pages 1373–1381, 2016. 1, 3, 5, 6, 7, 8
[46] N. Wang and D.-Y. Yeung. Learning a deep compact image representation for visual tracking. In NeurIPs, pages 809–817,

2013. 3
[47] Y. Wu, J. Lim, and M.-H. Yang. Online object tracking: A benchmark. In CVPR, pages 2411–2418, 2013. 1, 3, 6, 8
[48] Y. Wu, J. Lim, and M.-H. Yang. Object tracking benchmark. TPAMI, 37(9):1834–1848, 2015. 1, 2, 3, 6, 7, 8, 9
[49] S. Yoo, K. Yun, J. Y. Choi, K. Yun, and J. Choi. Action-decision networks for visual tracking with deep reinforcement learning.

CVPR, 2017. 3, 8
[50] J. Zhang, S. Ma, and S. Sclaroff. MEEM: robust tracking via multiple experts using entropy minimization. In ECCV, 2014. 9
[51] Y. Zhang, L. Wang, J. Qi, D. Wang, M. Feng, and H. Lu. Structured siamese network for real-time visual tracking. In ECCV),

pages 351–366, 2018. 9

12


