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Motivation

We need deep models that can reliably classify partially occluded objects and localize occluders.

Why is the classification of partially occluded objects difficult?
• Current deep learning approaches assume training and test data are sampled from a similar distribution.
• The large variability of occluders in natural images introduces a distribution gap that causes deep networks
to misclassify images of partially occluded objects.

Contributions

• A differentiable compositional model that is used as robust classification head in deep networks.
• End-to-end integration of compositional models and deep networks into CompositionalNets - a deep
architecture with innate robustness to partial occlusion.
• Evaluation of CompositionalNets at occluder localization.
• Code is publicly available: https://github.com/AdamKortylewski/CompositionalNets

A Differentiable Compositional Model of Neural Network Features

A generative model of neural features. We model the real-valued feature activations p(F |y) as a mixture
of von-Mises-Fisher (vMF) distributions:

p(F |θy) =
∏
p

p(fp|Ap,y,Λ) (1)

p(fp|Ap,y,Λ) =
∑
k

αp,k,yp(fp|λk), (2)

where θy = {Ay,Λ} are the model parameters and Ay = {Ap,y} are the parameters of the mixture models at
every position p ∈ P on the 2D lattice of the feature map F . Note that this probabilistic model explicitly
decomposes the feature tensor F into a set of feature vectors fp.

Occlusion modeling. We can induce robustness to occlusion by introducing an occlusion model. The intuition
behind an occlusion model is that at each position p in the feature map either the object model p(fp|Ap,y,Λ)
or an outlier model p(fp|β,Λ) is active:

p(F |θy; β) =
∏
p

p(fp|Object)zpp(fp|Outlier)1−zp, zp ∈ {0, 1}, (3)

p(fp|Object) = p(fp|Ap,y,Λ)p(zp), p(fp|Outlier) = p(fp|β,Λ)(1− p(zp)). (4)

3D pose as mixture of compositional models. We model different 3D poses with a mixture of composi-
tional models:

p(F |Θy) =
∏
m

νmp(F |θmy ),
∑
m

νm = 1, νm ∈ {0, 1}. (5)

Intuitively, each mixture component m represents a different viewpoint of an object of class y.

End-to-End Training of CompositionalNets

We integrate our compositional model with DCNNs into Compositional Convolutional Neural Networks
(CompositionalNets) by replacing the fully connected classification head with a compositional model head:

End-to-end training. CompositionalNets are fully differentiable and can be trained end-to-end using back-
propagation. The loss function is composed of four terms:

L(y, y′, F, T ) = Lclass(y, y′) + γ1Lweight(ω) + γ2Lvmf(F,Λ) + γ3Lmix(F,Ay). (6)

Lclass(y, y′) is the cross-entropy loss and Lweight = ‖ω‖2
2 regularizes the DCNN parameters. Lvmf and Lmix

regularize the parameters of the compositional model to have maximal likelihood for the features in F .

Interpreting the Parameters of CompositionalNets

Learning a dictionary of part models. The part dictionary D is learned by clustering feature feature vectors
fp of training images. The dictionary elements {dk} resemble part detectors:

Illustration of dictionary elements dk by visualizing image patterns corresponding to the most likely feature vectors. Note the
variability in illumination, appearance and background suggesting robustness to these nuisances.

Learning to represent 3D objects as mixture of 2D templates. We learn the parameters of the
compositional mixture model amp,k,y by clustering the training images based on their binary part detection maps
B. Each mixture component resembles a particular pose and structure of an object:

Visualization of mixture components obtained by performing clustering based on the part detections. Note how bicycles with different
3D viewpoints or different structures (tandem) are separated into different clusters.

Results-1: Classifying and Detecting Partially Occluded Objects

MS-COCO Vehicles Classification under Occlusion
Train Data PASCAL3D+ MS-COCO MS-COCO + Augment.
Occ. Area L0 L1 L2 L3 Avg L0 L1 L2 L3 Avg L0 L1 L2 L3 Avg
VGG 97.8 86.8 79.1 60.3 81.0 99.1 88.7 78.8 63.0 82.4 99.3 92.3 89.9 80.8 90.6
ResNet50 98.5 89.6 84.9 71.2 86.1 99.6 92.7 86.9 67.1 86.6 99.6 94.1 92.5 84.9 92.8
ResNext 98.7 90.7 85.9 75.3 87.7 99.5 92.9 87.6 73.9 88.5 99.6 94.5 93.1 89.0 94.1
CoD 91.8 82.7 83.3 76.7 83.6 - - - - - - - - - -
TDAPNet 98.0 88.5 85.0 74.0 86.4 99.4 88.8 87.9 69.9 86.5 98.1 89.2 90.5 79.5 89.3
CompNet-VGG 98.2 89.1 84.3 78.1 87.5 99.1 92.5 87.3 82.2 90.3 99.4 93.9 90.6 90.4 93.5
CompNet-Res50 98.5 92.6 88.9 83.6 90.9 99.2 95.2 91.8 89.0 93.8 99.0 95.2 93.4 89.0 94.2
CompNet-ResNext 98.8 94.0 93.5 87.7 93.5 99.0 94.8 93.5 91.8 94.8 99.0 95.0 94.1 91.8 95.0

Classification results for vehicles of MS-COCO with different levels of real occlusion (L0: 0%,L1: 20-40%,L2 40-60%, L3:60-80% of the object are occluded).
The training data consists of images from: PASCAL3D+, MS-COCO as well as data from MS-COCO that was augmented with data augmentation in terms of
partial occlusion. On average, CompositionalNets outperform their non-compositional versions and related work in all test cases.

MS-COCO Vehicles Detection under Occlusion
Occ. Area L0 L1 L2 L3 Avg
Faster R-CNN 77.2 59.0 40.8 24.6 50.4
Faster R-CNN with reg. 80.7 63.3 45.0 33.3 55.6
Faster R-CNN with occ. 82.5 66.0 50.7 45.6 61.2
CompNet-VGG 86.8 77.8 65.4 59.6 72.4

Detection results on the Occluded-COCO-Vehicles-Detection dataset, measured by AP(%) @IoU0.5. All models are trained on non-occluded images of the
PASCAL3D+ dataset, except Faster R-CNN with reg. is trained with cutout and Faster R-CNN with occ. is trained with images that were artificially occluded
using segmented objects. CompNet-VGG-p4-RPN has been evaluated with ω = 0. Note how the CompositionalNets are significantly more robust to partial
occlusion compared to Faster R-CNN.

Results-2: Localizing Occluders
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