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Abstract
Solving large-scale linear programming (LP)
problems is an important task in various areas
such as communication networks, power systems,
finance, and logistics. Recently, two distinct ap-
proaches have emerged to expedite LP solving:
(i) First-order methods (FOMs); (ii) Learning to
optimize (L2O). In this work, we propose a FOM-
unrolled neural network (NN) called PDHG-Net,
and propose a two-stage L2O method to solve
large-scale LP problems. The new architecture
PDHG-Net is designed by unrolling the recently
emerged PDHG method into a neural network,
combined with channel-expansion techniques bor-
rowed from graph neural networks. We prove that
the proposed PDHG-Net can recover PDHG algo-
rithm, thus can approximate optimal solutions of
LP instances with a polynomial number of neu-
rons. We propose a two-stage inference approach:
first use PDHG-Net to generate an approximate
solution, and then apply the PDHG algorithm to
further improve the solution. Experiments show
that our approach can significantly accelerate LP
solving, achieving up to a 3× speedup compared
to FOMs for large-scale LP problems.

1. Introduction
Linear programming (LP) (Luenberger et al., 1984; Dantzig,
1998; Schrijver, 1998) has wide applications in various ar-
eas such as commnication systems, power systems, logistics
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and finance (Charnes & Cooper, 1957; Rabinowitz, 1968;
Garver, 1970; Dorfman et al., 1987). In the era of big
data, the size of LP problems has increased dramatically,
leading to a growing interest in accelerating and scaling
up LP algorithms (Todd, 1983; Bixby et al., 1992; Basu
et al., 2020; Applegate et al., 2021; Deng et al., 2022; Hin-
der, 2023). Classical algorithms such as the interior-point
methods do not scale up due to the expensive per-iteration
cost of solving linear systems. Recently, first-order meth-
ods (FOMs) such as Primal-Dual Hybrid Gradient (PDHG)
have shown considerable potential in solving large-scale LP
problems (Chambolle & Pock, 2016; Applegate et al., 2021;
Fercoq, 2021; Lu & Yang, 2022; Applegate et al., 2023; Lu
& Yang, 2023a;c).

Alongside first-order methods, “learning to optimize” (L2O)
paradigm emerges as a promising approach to speed up op-
timization algorithms (Nair et al., 2020; Bengio et al., 2021;
Chen et al., 2022a). L2O is an orthogonal line of pursuit
compared to FOMs: L2O utilizes the information of existing
problems to help solve new problems, thus can potentially
be applied to almost any class of optimization problems.
Interestingly, in the development of L2O methods, most
efforts have been spent on integer programming, combina-
torial optimization, and non-smooth optimization (Gupta
et al., 2020; Gasse et al., 2022; Liu & Chen, 2019) but rarely
on the more classical problem class LP problems. Only until
very recently, there have been some explorations on L2O
for LP (Li et al., 2022; Chen et al., 2022b; Kuang et al.,
2023; Fan et al., 2023; Liu et al., 2023; Qian et al., 2023).

We notice that L2O-for-LP works have primarily focused on
the emulation of interior-point methods (Qian et al., 2023)
and simplex methods (Fan et al., 2023; Liu et al., 2023).
Motivated by recent progress on FOMs for LP, we ask the
following question:

Can we design L2O methods to emulate FOMs

to solve large-scale LP problems?

In this paper, we introduce a FOM-unrolled neural network
architecture PDHG-Net and a two-stage L2O framework for
solving large-scale LP programs. To design the architecture,
we unroll the PDHG algorithm into a neural network (NN)
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by turning the primal and dual updates into NN blocks,
and also incorporate the channel-expansion techniques from
graph neural networks. The training part is similar to the
standard L2O framework as we use a large number of LP
instances to train PDHG-Net. The inference part consists
of two stages, which is different from the standard L2O
framework. In the first stage, we use PDHG-Net to generate
an approximately optimal solution. In the second stage, to
enhance the solution precision, we refine the solution of
PDHG-Net through PDLP. Our inference stage is a hybrid
method of neural net and PDLP.

Our main contributions are summarized as follows:

• PDHG-Net Architecture: We propose PDHG-Net, a
new neural network architecture inspired by the PDHG
algorithm. In PDHG-Net, we replace projection functions
with ReLU activations and incorporate channel expansion.

• Theoretical Foundation: Our theoretical analysis es-
tablishes an exact alignment between PDHG-Net and the
standard PDHG algorithm. Furthermore, given an approx-
imation error threshold ϵ, we theoretically prove that a
PDHG-Net with O(1/ϵ) number of neurons can approxi-
mate the optimal solution of LP problems to ϵ-accuracy.

• Two-Stage Solution Framework: We introduce a two-
stage L2O inference framework. In the first stage, PDHG-
Net delivers high-quality solutions. In the second stage,
we further optimize these solutions by using a PDLP
solver. This framework effectively accelerates the solving
process while achieving relatively high precision.

• Empirical Results: We conduct extensive experiments
that showcase the superior performance of our framework
in large-scale LP. Remarkably, our framework achieves
up to a 3× speedup compared to PDLP. Furthermore,
we carry out additional experiments aimed at elucidat-
ing the mechanisms behind the acceleration, potentially
providing insights for future L2O design.

2. PDHG-Net for large-scale LP
2.1. Standard PDHG Algorithm

Consider the LP problem M = (G; l, u, c;h) in standard
form

min c⊤x

s.t. Gx ≥ h

l ≤ x ≤ u

(1)

where G ∈ Rm×n, h ∈ Rm, c ∈ Rn, l ∈ (R ∪
{−∞})n, u ∈ (R ∪ {+∞})n. Equivalently, we can solve
the corresponding saddle point problem:

min
l≤x≤u

max
y≥0

L(x, y;M) = c⊤x− y⊤Gx+ h⊤y (2)

Primal-Dual Hybrid Gradient (PDHG) method, also referred
to as the Chambolle-Pock algorithm (Chambolle & Pock,
2011) in optimization literature, is a highly effective strategy
for addressing the saddle point problem as outlined in (2).
PDHG algorithm alternately updates the primal variable
x and the dual variable y to find the saddle point of the
Lagrangian L. To be more specific, it has the updating rule
as follows.

Primal-Dual Hybrid Gradient (PDHG)

− Initialize x0 ∈ Rn, y0 ∈ Rm

For k = 0, 1, 2, ...,K − 1⌊
xk+1 = Projl≤x≤u(x

k − τ(c−G⊤yk));

yk+1 = Projy≥0(y
k + σ(h− 2Gxk+1 +Gxk)).

Under regular assumptions, the PDHG algorithm has an
ergodic convergence rate of O(1/K).

Proposition 2.1 (Chambolle & Pock (2016)). Let
(xk, yk)k≥0 be the primal-dual variables generated by the
PDHG algorithm for the LP problem M = (G; l, u, c;h).
If the step sizes τ, σ satisfy τσ∥G∥22 < 1, then for any
(x, y) ∈ Rn × Rm

≥0 satisfying l ≤ x ≤ u, the primal-dual
gap satisfies

L(x̄k, y;M)− L(x, ȳk;M)

≤ 1

2k

(∥x− x0∥2

τ
+

∥y − y0∥2

σ
− (y − y0)⊤G(x− x0)

)
,

where x̄k = (
∑k

j=1 x
j)/k, ȳk = (

∑k
j=1 y

j)/k, and L is
the Lagrangian defined by (2).

2.2. Design of PDHG-Net

In this part, we describe how we design PDHG-Net by
unrolling PDHG algorithm and incorporating techniques
from graph neural networks.

In the PDHG algorithm, each iteration involves period-2
updates of primal and dual variables, as illustrated in Figure
1. In particular, at the k-th iteration, the algorithm first
gets the primal variable xk+1 starting from (xk, yk), and
then gets the dual variable yk+1 using the newly obtained
xk+1 along with yk. We replace the primal-update and dual-
update step with neural network (NN) blocks parameterized
by Θk

p and Θk
d, respectively.

To provide insights for the design of PDHG-Net blocks,
we focus on two components of the PDHG iteration: the
proximal operator and the linear combination of the primal-
dual variables. These two components respectively lead us
to incorporate two distinct approaches in our design: ReLU
activation and channel expansion.

Proximal operator – ReLU activation. The proximal op-
erators, specifically the projection functions Projy≥0 and
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Figure 1. Overview of how each layer in PDHG-Net corresponds to each iteration of the traditional PDHG algorithm, along with the
overall architecture of PDHG-Net

Projl≤x≤u, exhibit a piece-wise linear behavior on each
entry. This observation naturally leads to the use of ReLU
activations in our network. In the forthcoming Theorem 2.2
and its proof, we will see that this property is useful to help
prove that a PDHG-Net can accurately replicate the PDHG
algorithm.

Channel expansion. In this part, we focus on the pri-
mal updates as an illustrative example and the analysis of
the dual updates can be derived similarly. We expand the
n-dimensional vectors xk, yk into (n × dk)-dimensional
matrices Xk, Y k with dk columns (or called channels fol-
lowing the convention of neural network literature). The
linear combination xk − τ(c − G⊤yk) of primal-dual is
replaced by XkUk

x − τk(c · 1⊤
dk+1

− G⊤Y kUk
y ) where

Θk
p = (τk, U

k
x , U

k
y ) ∈ R × Rdk×dk+1 × Rdk×dk+1 is the

trainable parameter of the k-th primal NN block. This de-
sign is for the network to generalize to LP instances of
different sizes and enhance the expressivity.

• Generalizability to LP instances of different sizes: It
is important to note that our NN design diverges from
classical deep unrolling for sparse coding problems, such
as the unrolled/unfolded iterative shrinkage thresholding
algorithm (ISTA) (Gregor & LeCun, 2010). Following
the principle of classical unrolling, a natural idea would
be to unroll xk − τ(c−G⊤yk) to

xk − τ(c−W kyk) (3)

where W k is trainable matrix. However, for different
LP problems, the sizes of the constraint matrices G vary,
so the replaced trainable matrix can only have a fixed
size of n×m, rendering it unsuitable for applying to LP
problems with different sizes. Note that this issue does not
exist in ISTA, since the transformation matrix in the ISTA
algorithm is solely related to the dictionary matrix, which
remains fixed in sparse coding problems. To address
the generalizability issue of using the component (3) in

neural nets, we expand xk, yk into Xk, Y k with multiple
channels and apply a trainable matrix on their right. This
method, which is motivated by GNN, makes PDHG-Net
generalizable to LP problems with different sizes.

• Expressivity: Intuitively, increasing the network width,
i.e. the number of channels dk in our setting, can en-
hance the network’s expressivity. As we demonstrate
in the subsequent Theorem 2.2, if dk’s are larger than a
certain fixed constant (e.g. 10), PDHG-Net possesses suf-
ficient expressive power to accurately recover iterations
of PDHG algorithms.

After we design each NN block, we combine the K primal
and K dual blocks by the same pattern that the classical
PDHG algorithm forms. Notably, as depicted in Figure 1,
the architecture resembles the form of a GNN, updating
primal and dual variables in a period-2 manner. There are
at least two major differences between PDHG-Net and the
common GNN architectures designed for solving LP-based
problems (Gasse et al., 2019b; Chen et al., 2022b): first,
PDHG-Net employs a period-2 update cycle, contrasting
with the period-1 update cycle in GNN. Second, within
PDHG-Net’s update period, dual iterations undergo twice
as many aggregations compared to primal iterations, while
variable and constraint nodes share the same number of
aggregations in GNN’s update period.

Based on the analysis above, we propose the architecture of
PDHG-Net formally below.

Architecture of PDHG-Net

− Initialize X0 = [x0, l, u, c], Y 0 = [y0, h]

For k = 0, 1, 2, ...,K − 1
Xk+1 = ReLU

(
XkUk

x − τk(c · 1⊤
dk+1

−G⊤Y kUk
y )
)
,

Y k+1 = ReLU
(
Y kV k

y

+ σk(h · 1⊤
dk+1

− 2GXk+1W k
x +GXkV k

x )
)
,

− Output XK ∈ Rn, Y K ∈ Rm
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The trainable parameter is Θ = {Θk
p,Θ

k
d}

K−1
k=0 , where

Θk
p = (τk, U

k
x , U

k
y ) ∈ R × Rdk×dk+1 × Rdk×dk+1 and

Θk
d = (σk, V

k
x , V k

y ,W k
x ) ∈ R × Rdk×dk+1 × Rdk×dk+1 ×

Rdk+1×dk+1 .

The following theorem reveals the capability of PDHG-Net
to reproduce the classical PDHG algorithm. It indicates an
adequate expressive power of PDHG-Net.

Theorem 2.2. Given any pre-determined network depth K
and the widths {dk}k≤K−1 with dk ≥ 10, there exists a
K-layer PDHG-Net with its parameter assignment ΘPDHG

satisfying the following property: given any LP problem
M = (G; l, u, c;h) and its corresponding primal-dual se-
quence (xk, yk)k≤K generated by PDHG algorithm within
K iterations, we have

1. For any hidden layer k, both x̄k and xk can be rep-
resented by a linear combination of Xk’s channels,
both ȳk and yk can be represented by a linear com-
bination of Y k’s channels. Importantly, these linear
combinations do not rely on the LP problem M.

2. PDHG-Net’s output embeddings XK ∈ Rn×1 and
Y K ∈ Rm×1 are equal to the outputs x̄K and ȳK of
the PDHG algorithm, respectively.

Theorem 2.2 provides a guarantee of an exact alignment
between a finite-width PDHG-Net and the standard PDHG
algorithm. Combining Proposition 2.1 and Theorem 2.2, we
propose an upper bound of the required number of neurons
to achieve an approximation error of ϵ.

Theorem 2.3. Given the approximation error bound ϵ, there
exists a PDHG-Net with O(1/ϵ) number of neurons and
the parameter assignment ΘPDHG fulfilling the following
property. For any LP problem M = (G; l, u, c;h) and
(x, y) ∈ Rn × Rm

≥0 satisfying l ≤ x ≤ u, it holds that

L(XK , y;M)− L(x, Y K ;M) < ϵ.

As previously mentioned, our PDHG-Net is closely related
to GNN, but also has some differences due to the unrolling
nature. We explain the benefit of our design from a theoreti-
cal perspective below.

A recent work Chen et al. (2022b) proves that GNNs possess
strong expressive power to represent the optimal solutions
of LP problems. The motivation is to understand the power
of GNNs commonly used in L2O for optimization problems.
The representation power result is rather non-trivial, since
the expressive power of GNNs is well-known to be limited
by the Weisfeiler-Lehman (WL) test (Xu et al., 2018). Chen
et al. (2022b) ingeniously proves that this limitation does not
pose an issue for LP, as those LP problems indistinguishable
by WL-test are shown to share the same optimal solutions
if exist.

Compared to Chen et al. (2022b), our proof of expressive
power of PDHG-Net has two advantages. First, the proof
is rather concise. This is because PDHG-Net is designed
by unrolling the classical PDHG algorithm whose conver-
gence has been confirmed, in contrast to the original design
of GNNs (e.g. (Gasse et al., 2019a)) which just applies
an existing architecture to optimization problems without
much theoretical justification. Thus, the proof of Theo-
rem 2.3 does not rely on analyzing the separation power of
WL-test in LP problems, making it more concise. Second,
perhaps more importantly, under a given error tolerance
ϵ, we demonstrate that the number of neurons required is
upper-bounded by O(1/ϵ) in PDHG-Net. In contrast, Chen
et al. (2022b), while utilizing the universal approximation
properties of MLPs, does not explore (at least not explicitly)
the relationship between network size and expressive power.

2.3. Network Training

Training dataset. The training dataset is a set of instances
denoted by I = {(M, z∗)}. The input of an instance is an
LP problem M = (G; l, u, c;h); the label z∗ = (x∗, y∗) is
its corresponding near-optimal primal-dual solution, which
is acquired by adopting a well-established solver such as
PDLP with a given stopping criterion.

Loss Function. Given the parameter Θ = {Θk
p,Θ

k
d}

K−1
k=0

and the input LP problem M, we denote the output
(XK , Y K) of the PDHG-Net by ZK(M; Θ). We seek to
reduce the distance between ZK(M; Θ) = (XK , Y K) and
z∗ = (x∗, y∗) for each training LP problem. Therefore, we
train the PDHG-Net to minimize the ℓ2 square loss

min
Θ

LI(Θ) =
1

|I|
∑

(M,z∗)∈I

∥∥ZK(M; Θ)− z∗
∥∥2
2
. (4)

Theorem 2.2 indicates the existence of model ΘPDHG that
perfectly replicates the PDHG algorithm. This naturally
leads us to the conclusion that a well-trained PDHG-Net
may speed up the convergence to optimal solutions.

Corollary 2.4. If ΘPDHG is not the global minima of the
loss function LI , a K-layer PDHG-Net can potentially
achieve primal-dual solutions closer to the optimal ones
than the solutions generated by the standard PDHG algo-
rithm implemented for K iterations.

Through the training process, our goal is to find the parame-
ter Θ0 satisfying

LI(Θ0) ≈ min
Θ

LI(Θ) < LI(ΘPDHG).

2.4. Two-Stage Framework
To enhance the solution precision, we propose a two-stage
framework that first obtains the predicted solutions, and
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Figure 2. The proposed post-processing procedure warm-starts the
PDLP solver using the prediction of PDHG-Net as initial solutions
to ensure optimality.

then incorporates a post-processing step to refine these pre-
dictions and ensure optimality. For this purpose, we select
the PDLP solver from Google’s Ortools (Perron & Furnon),
renowned for its exemplary implementation of the PDHG
algorithm, as the key element in our post-processing module.
As demonstrated in Figure 2, this module involves using the
predicted solutions to warm-start the PDLP solver, thereby
improving the efficiency in solving the original problem.
Specifically, given an LP instance, we first feed it into the
well-trained PDHG-Net to acquire the prediction of primal
and dual solutions {XK , Y K}. Then, we warm-start PDLP
by setting x0 = XK and y0 = Y K , and let the solver itera-
tively update primal and dual solutions, until the termination
criteria are met. For comprehensive details on the imple-
mentation, including features and training settings, please
see Appendix D.

3. Implementation Settings
Datasets. We conduct comprehensive experiments on a
selection of representative LP instances grounded in real-
world scenarios. Specifically, our experiments involve the
PageRank dataset for large-scale LP problems, as well as the
Item Placement (IP) and the Workload Appropriation (WA)
datasets (Gasse et al., 2022) for complex LP relaxations.
Particularly, the PageRank dataset is acquired by generat-
ing instances in accordance with the methodology outlined
in (Applegate et al., 2021). For the IP and WA datasets, the
generation protocol is adjusted to ensure that each instance
presents a significant computational challenge. To ensure
broad applicability, each benchmark dataset encompasses
instances across a spectrum of problem sizes. Detailed in-
formation on the generation settings and specific problem
sizes is available in the Appendix E.

Software and Hardware settings. For the performance
comparisons, we employ the off-the-shelf implementation of
PDLP from Google’s OrTools 9.8.3296 (Perron & Furnon).
Gurobi 10.0.2’s LP solvers (Gurobi Optimization, LLC,
2023) are also employed for experiments on the PageR-
ank dataset. Our proposed framework was implemented
utilizing PyTorch version 2.1.1. (Paszke et al., 2019), and
all computational studies are carried out on a cloud server
with one NVIDIA Tesla V100-32GB GPU, one Intel Xeon

Platinum 8280 CPU and 3,072 GB RAM. For clarity and
simplicity in subsequent discussions, we will refer to the
performance of PDLP as ’PDLP’ and that of our proposed
framework as ’ours’. To assess the performance of our pro-
posed framework, we calculate the improvement ratio over
PDLP using the following equation:

Improv. =
PDLP − ours

PDLP
,

where this metric is applicable to both the solving time and
the number of iterations.

Training. Considering the constraints of computing re-
sources and the need for computational efficiency, we uti-
lize a 4-layer PDHG-Net to strike an optimal balance be-
tween network performance and inference costs. Given
the training dataset I = {(M1, z

∗
1), . . . , (M|I|, z

∗
|I|)},

we extract key information and encode it into each Mi

to form M̄i, as detailed in Appendix D. The dataset
{(M̄1, z

∗
1), . . . , (M̄|I|, z

∗
|I|)} is then split into training and

validation sets with a 9 : 1 ratio. The training process en-
tailed minimizing the ℓ2 square loss, as described in Equa-
tion 4, and updating the trainable parameter Θ through back-
ward propagation, where we utilize an Adam optimizer with
a learning rate of 10−4. After a certain number of iterations,
the model exhibiting the lowest validation loss was selected
as the output model.

4. Numerical Experiments
In this section, we embark on a detailed empirical examina-
tion of our proposed PDHG-based two-stage framework’s
effectiveness in managing complex linear programs. Ini-
tially, we showcase the framework’s performance in tack-
ling large-scale LP problems. We then showcase the frame-
work’s capability to produce solutions for LP instances,
which typically entail considerable convergence time for
FOMs. Following this, we conduct a series of experiments
aimed at uncovering the underlying factors contributing
to the PDHG-Net’s remarkable performance. Finally, a
detailed investigation of experiments is undertaken to as-
sess the framework’s generalization power and scalabil-
ity. For reproducibility, our code can be found at https:
//github.com/NetSysOpt/PDHG-Net.git.

Table 1. Solve time comparison between the proposed framework
and vanilla PDLP on PageRank instances. The improvement ratio
of the solving time is also reported.

# nodes ours PDLP Improv.

103 0.01sec. 0.04sec. ↑ 45.7%
104 0.4 sec. 1.1sec. ↑ 67.6%
105 22.4sec. 71.3sec. ↑ 68.6%
106 4,508sec. 16,502sec. ↑ 72.7%
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4.1. Comparing against vanilla PDLP on large-scale LP
problems

In this section, we illustrate how our proposed framework
improves the efficiency of PDLP in managing large-scale LP
problems through comprehensive experiments conducted on
the PageRank dataset across a range of sizes. Specifically,
we benchmark our approach against the vanilla PDLP solver,
and report the solving time along with the improvement ratio
brought by our framework.

Detailed numerical results are presented in Table 1. A com-
parative analysis of the solving time reveals a notable effi-
ciency of our proposed framework: on average, it solves the
PageRank problem 64.3% faster than PDLP. Importantly, as
the problem size increases, our proposed framework not only
sustains a consistent level of performance but also demon-
strates a steadily increasing improvement in efficiency. Par-
ticularly, our approach consistently outperforms standard
PDLP on problems with more than 105 nodes, solving in-
stances up to three times faster. Such observations not
only underscore the inherent efficacy of PDLP in managing
large-scale LP problems, but also highlight the significant
enhancements our framework brings to these capabilities.

The significant performance improvement between our pro-
posed framework and the vanilla PDLP can be elucidated
by two key factors: (1) PDLP typically begins the solving
process by initializing both primal and dual solutions as
zero vectors. This approach overlooks the distinct charac-
teristics of the specific LP instance. Conversely, our model
strategically utilizes the unique aspects of the problem, gen-
erating initial points that are specifically tailored for the
given instance. (2) The initial solution proposed by our
model closely approximates the optimal solution, which
likely reduces the number of iterations needed to achieve op-
timality, thereby significantly hastening the solving process.
The collected data from these experiments distinctly demon-
strate that our proposed method consistently outperforms
both PDLP and Gurobi.

4.2. Comparing against PDLP on difficult linear
relaxations

FOM-based methods, including PDLP, often experience
slow convergence when applied to complex LP problems
with stringent constraints. The objective of this section is
to demonstrate how our proposed approach can overcome
these challenges by providing high-quality initial solutions.
Our evaluation encompasses two datasets, featuring LP re-
laxations of challenging Mixed Integer Programs: IP and
WA. We conduct a comparative analysis of our approach’s
performance against the default PDLP. It’s important to note
that the solving precision was set at 10−4 to accommodate
PDLP’s precision limitations, ensuring comparisons stay
within its operational boundaries.

In Table 2, we comprehensively present our numerical exper-
iments, comparing our proposed framework with traditional
PDLP. The table is organized into two sections: the upper
part focuses on solving time as the primary metric, while
the lower part assesses the number of iterations required
for solving the problem. The data from Table 2 reveals sig-
nificant efficiency enhancements of our framework in com-
parison to PDLP. In the IP dataset, our framework shows
a notable improvement of 19.5% in both solving time and
the number of iterations for smaller instances, compared to
PDLP. This enhancement becomes even more pronounced in
larger IP problems, with a 21.7% reduction in solving time
and a 27.8% decrease in the number of iterations. These
results align with PDLP’s growing proficiency in handling
larger LP instances. Additionally, the performance of our
framework on the WA dataset also consistently surpasses
that of PDLP. Furthermore, an increase in efficacy is also
observed as the size of the problems in the WA dataset grows,
further demonstrating the capability of our approach. Such
consistency is evident across different instance sizes within
both datasets, as detailed in Table 2, indicating that our
model’s efficiency is robust and not negatively impacted
by variations in instance size. These findings underscore
our proposed framework’s ability to effectively tackle com-
plex problems that are typically formidable for conventional
FOMs.

Table 2. Results of comparing the proposed framework against de-
fault PDLP in solving IP and WA instances. The top and bottom
sections present the solving time and number of iterations, respec-
tively, where bold fonts represent better performance.

dataset. time (sec.) # iters.
ours PDLP Improv. ours PDLP Improv.

IP-S 9.2 11.4 ↑ 19.5% 422 525 ↑ 19.5%
IP-L 7,866.3 10,045.6 ↑ 21.7% 6,048 8,380 ↑ 27.8%

WA-S 114.7 137.8 ↑ 16.7% 8,262 9,946 ↑ 16.9%
WA-L 4817.6 6426.2 ↑ 25.0% 14,259 17,280 ↑ 17.5%

4.3. Understandings of why PDHG-Net works

In this section, we explore the underlying factors of how our
proposed framework enhances the solving of LP problems
through experiments. Specifically, we address the following
questions:

Q1: Can the proposed PDHG-Net imitate the PDHG
algorithm?

Q2: Why is our method capable of accelerating the solv-
ing process of PDLP solver?

Align with the PDHG (Q1). In Figure 3, we report
the average ℓ2 distance 1 between the predicted solution
ZK(M; Θ) = (XK , Y K) and the obtained optimal solu-

1During the network’s training phase, the ℓ2 square loss is
employed as the loss function. For the evaluation of experimental

6



PDHG-Unrolled Learning-to-Optimize Method for Large-Scale Linear Programming

0 5 10 15 20
epochs

10 2

10 1

100

101
2 d

ist
an

ce

(a)
0 5 10 15 20

epochs
10 2

10 1

100

101

2 d
ist

an
ce

(b)

0 5 10 15 20
epochs

10 2

10 1

100

101

2 d
ist

an
ce

(c)
0 5 10 15 20

epochs
10 2

10 1

100

101

2 d
ist

an
ce

(d)

Primal space of training instances 
Dual space of training instances 

Primal space of validation instances 
Dual space of validation instances 

Figure 3. The distance between the predicted solution of PDHG-
Net and optimal solution in PageRank training and validation
instances with (a) 5× 103, (b) 1× 104, (c) 2× 104, (d) 4× 104

variable sizes.
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Figure 4. We present the improvement ratio in both solving time
and the number of iterations for solutions extrapolated at varying
distances from the optimal solution. Each blue dot symbolizes an
extrapolated solution, while the yellow line represents the trend
line fitted through these points. Results demonstrate a strong
correlation.

tion z∗ = (x∗, y∗) for training and validation sets during
the training process.

Our experimental results reveal that the solutions inferred by
PDHG-Net increasingly converge to the optimal solutions
throughout training, ultimately achieving a markedly small
discrepancy for both primal and dual solutions. This consis-
tency underscores that the proposed PDHG-Net aligns well
with the PDHG algorithm. Furthermore, the validation ℓ2
distances, maintaining the same order of magnitude across
unseen instances, attest to our model’s robust generalization
ability.

Accelarating PDLP solving process (Q2). To ex-
plore the mechanisms behind our framework’s improved
solving efficiency, we examine the PDHG-Net on the

results, we measure the ℓ2 distance between the predicted and
optimal solutions, which corresponds to the square root of the ℓ2
square loss.

PageRank dataset. By extrapolating PDHG-Net’s output
ZK(M; Θ) = (XK , Y K), from the collected optimal solu-
tion z∗ = (x∗, y∗), we generate solutions that vary in their
proximity to z∗. In Figure 4, we illustrate the improvement
ratio of warm-starting PDLP with these solutions in solving
time and numbers of iterations compared against the vanilla
PDLP solver. The findings demonstrate a strong correlation
between solving performance and the extent of extrapola-
tion, which is consistent with Proposition 2.1. Therefore,
the proposed PDHG-Net accelerates the solving process by
providing high-quality initial solutions.

In addition, we evaluate our framework’s efficiency through
the number of restarts required to solve the problem. The
vanilla PDLP solver performs restarts under specific con-
ditions to enhance performance and prevent stalling (Lu &
Yang, 2023c). By comparing our framework to the standard
PDLP solver on PageRank instances of differing sizes, we
present the number of restarts during the solution process
for both approaches in Table 3. The findings indicate a
significant decrease in the number of restarts when PDLP
is warm-started with predictions from PDHG-Net. This
suggests that our framework enables a more efficient opti-
mization trajectory, thus accelerating the problem-solving
process.

Table 3. The average number of restarts in the PDLP solving pro-
cess with our framework (ours) and default settings (represented
by PDLP).

# of Nodes 5× 103 1× 104 2× 104 4× 104

# restarts Ours 2.2 4.15 2.0 2.0
PDLP 5.9 11.7 20.25 11.3

Therefore, we conclude that our framework markedly en-
hances the solving process by warm-starting the solver with
high-quality solutions and facilitating a more efficient gap-
closing approach.

4.4. Generalization on different sizes

We investigate the capability of the proposed method to
generalize beyond the scope of its training set, focusing
on its adaptability to larger problems. For this purpose, we
utilize models trained on the PageRank, IP, and WA datasets
to generate initial solutions for problems of larger scale.

We present a comprehensive overview of our model’s gen-
eralization capabilities in Table 4, where we compare its
solving time and number of iterations against those of the
standard PDLP. This comparative analysis underscores that
our model consistently surpasses vanilla PDLP, register-
ing an average acceleration of 31.1% across these datasets.
Notably, in the PageRank dataset, our model achieves perfor-
mance levels comparable to those models trained on datasets
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Table 4. Solving time and number of iterations for PageRank, IP
and WA instances larger than training set sizes. For clarity, we
denote the size of the largest instance of IP and WA datasets in
Table 2 as Large.

metric Dataset size ours PDLP Improv.

time (sec.)
PageRank 5× 104 5.5 11.2 ↑ 50.9%

1× 105 17.0 32.5 ↑ 47.8%

IP Large 6796.7 8631.4 ↑ 21.3%

WA Large 5599.1 5859.4 ↑ 4.4%

# iter.
PageRank 5× 104 1,605 3,397 ↑ 52.7%

1× 105 1,958 3,914 ↑ 50.0%

IP Large 7,291 8,970 ↑ 18.7%

WA Large 16,166 17,280 ↑ 6.4%

of identical size. Similarly, this performance improvement
is evident when considering the metric of the number of
iterations. As indicated in the bottom section of Table 4,
our model, on average, reduces the number of required iter-
ations to reach optimality by approximately 31.8%. These
observations collectively underscore the robustness of our
proposed framework, particularly in its ability to generalize
effectively across a diverse range of problem sizes. On the
other hand, the observed consistency in performance may
be attributed to the model’s proficiency in identifying and
utilizing common features inherent in a series of similar LP
instances.

4.5. Scalability of PDHG-Net

In this section, we evaluate the scalability of our proposed
framework by analyzing the proportion of PDHG-Net infer-
ence time within the entire solving process. We gathered
both the inference (GPU time) and the solving time (CPU
time) for PDLP after warm-starting it with predictions given
by PDHG-Net on PageRank instances of varying sizes. To
simplify our analysis, we introduce a new metric termed ’ra-
tio’ to quantify the proportion of GPU time in relation to the
total evaluation time, which is defined as ratio = GPU time

Search time .
The findings in Table 5 reveal that PDLP-Net’s inference
time constitutes only a minor fraction of the total solving
time. Notably, as the size of the dataset’s variables increases,
the share of GPU time for PDLP-Net inference markedly
diminishes. This trend underscores our method’s efficiency
in scaling up to large-scale datasets, rendering the GPU time
increasingly insignificant.

4.6. Comparing PDHG-Net Against GNN

In previous sections, we distinguish the PDHG-Net from
Graph Neural Networks (GNN) based on network archi-
tectures. Another compelling aspect involves a direct per-
formance comparison of the proposed framework when
implemented using these two networks. To ensure fairness,

Table 5. Comparison of total solving time and GPU time for initial
solutions, including the ratio of GPU time to total solving time.

# nodes. 103 104 105 106

GPU time (sec.) 0.01 0.02 0.21 1.12
CPU time (sec.) 0.02 0.4 22.4 4,508.3

Ratio 52.6% 5.7% 0.9% 0.02%

Table 6. Comparison of improvement ratio and ℓ2 distance between
the proposed framework implemented with PDHG-Net and GNN.

# nodes. Improv. ℓ2 distance
ours GNN ours GNN

103 ↑ 45.7% ↑ 1.4% 0.05 0.51
104 ↑ 67.6% ↑ 19.3% 0.2 1.38
105 ↑ 71.3% ↓ 4.0% 0.95 30.35

models generating the initial solutions were trained under
identical settings. In Table 6, we present the numerical re-
sults on the PageRank dataset. The performance is evaluated
in two dimensions: the improvement ratio in solving time
relative to vanilla PDLP and the ℓ2 distance from the optimal
solution. The results clearly indicate that the PDHG-Net
implementation not only enhances solving efficiency but
also achieves lower ℓ2 distance in predictions. Moreover,
the ℓ2 distance between GNN’s predictions and optimal
solutions deteriorates with increasing problem size. This
observation indicates that GNN lacks the inherent robust-
ness of PDHG in managing instances of varied sizes, where
the performance of PDHG-Net highlights a relatively stable
performance on diverse problem dimensions. This study
demonstrates PDHG-Net’s superior efficacy in addressing
challenging linear programming compared to GNN.

5. Conclusions and Future Direction
Inspired by recent advances in FOMs for LP problems and
deep unrolling, this work introduces PDHG-Net, based on
the PDHG algorithm, and proves that PDHG-Net can repre-
sent LP optimal solutions approximately. Building upon this
architecture, we propose a two-stage inference framework
for solving large-scale LP problems. Comprehensive exper-
iments demonstrate that our proposed method significantly
improves the speed of solving large-scale LP problems when
there are enough historical data. This indicates the potential
of applying L2O to solving large-scale LP instances. Our
result also sheds light on the architecture design in L2O for
other problems such as mixed integer programming (MIP):
while GNN has been the architecture of choice in L2O for
MIP, we propose a new architecture that has some similar-
ities with GNN but enjoys a strong theoretical guarantee.
A future direction is to explore our PDHG-Net in L2O for
MIP.
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A. Related Work
A.1. FOMs for Large-scale LP

First-order methods (FOMs), which are based on gradient information rather than Hessian information, have been widely
applied in numerous optimization fields and have become the standard approach (Zhang & Sra, 2016; Kim & Fessler,
2016; Beck, 2017). These methods are noted for their efficiency and simplicity in dealing with a variety of optimization
problems, as evidenced by significant works such as (Renegar, 2014; Wang & Shroff, 2017; Necoara et al., 2019). In
the realm of linear programming, the Simplex method (Dantzig, 1990) and Interior Point Methods (IPMs) (Nesterov &
Nemirovskii, 1994; Ye, 2011; Gondzio, 2012) have garnered attention for their exceptional performance in solving medium
and small-sized LP problems. However, achieving additional scalability or acceleration remains a significant challenge.
This challenge is particularly pronounced due to the necessity of solving linear systems, which leads to resource-intensive
LU decomposition or Cholesky decomposition processes.

Recent research trends in the field of large-scale linear equation systems have shifted focus towards the exploration of FOMs.
These methods are particularly attractive due to their low per-iteration cost and parallelization capabilities. Solvers based on
FOMs have demonstrated notable success in empirical studies, as evidenced by the work of (O’Donoghue et al., 2016;
O’Donoghue, 2021; Basu et al., 2020; Lin et al., 2021; Deng et al., 2022). This shift highlights the growing interest in and
effectiveness of FOMs for handling large-scale computational challenges.

It is noteworthy that within the domain of FOMs, the Primal-Dual Hybrid Gradient (PDHG) method has exhibited faster
convergence rates by effectively utilizing data matrices for matrix-vector multiplication. This advantage is well-documented
in recent literature, including studies by (Applegate et al., 2023; Hinder, 2023; Lu & Yang, 2023b). Specifically, PDHG
demonstrates sublinear rates on general convex-concave problems, as shown in (Chambolle & Pock, 2016; Lu & Yang,
2023d), and achieves linear rates in many instances (Fercoq, 2021; Lu & Yang, 2022). From a practical application
standpoint, the PDLP, a universal LP solver based on the PDHG algorithm, has achieved state-of-the-art performance in
large-scale LP problems (Applegate et al., 2021; Lu & Yang, 2023a; Lu et al., 2023).

A.2. Expressive Power of L2O architectures for LP problems

With the advent of deep learning, learning to optimize (L2O) has become an emerging research area (Nair et al., 2020;
Bengio et al., 2021; Chen et al., 2022a). Numerous studies have approached optimization problems as inputs, employing
trained parametric models to provide valuable information for traditional optimizers. In the field of LP, these enhancements
include advanced pre-processing techniques (Li et al., 2022; Kuang et al., 2023), and the generation of high-quality initial
solutions (Fan et al., 2023). Additionally, these models have been utilized to yield some approximate optimal solutions for
the LP problems themselves (Chen et al., 2022b; Qian et al., 2023). Nevertheless, these methods are often tightly coupled
with traditional algorithms, and their effectiveness is called into question with increasing problem sizes.

B. Proof of Theorem 2.2
Proof. We will prove a stronger claim by mathematical induction: there is a parameter assignment fulfilling the following
requirement. For any hidden layer k, there exist (data-independent) matrices P k

x , P
k
y ∈ Rdk×dk satisfying the following

property. Given any LP problem M = (G; l, u, c;h) and its corresponding primal-dual sequence (xk, yk)k≤K generated by
PDHG algorithm within K iterations, the primal embedding Xk and the dual embedding Y k at the k-th layer satisfy

XkP k
x = [x̄k, xk, l, u, c,0n, . . .0n] ∈ Rn×dk ,

Y kP k
y = [ȳk, yk, h,0n, . . .0n] ∈ Rn×dk ,

(1)

where

x̄k =
1

k

k∑
i=1

xi, ȳk =
1

k

k∑
i=1

yi, 1 ≤ i ≤ K.

Suppose that G is an m× n real matrix. If this claim is true, x̄k, xk can be recovered by all the channels of Xk through
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linear transformations
x̄k = (XkP k

x ) · e1 = Xk︸︷︷︸
n×dk

·(P k
x e1︸ ︷︷ ︸

dk×1

),

xk = (XkP k
x ) · e2 = Xk · (P k

x e2),

where e1 = (1, 0, . . . , 0)T , e2 = (0, 1, 0, . . . , 0)T . Similarly, ȳh, yh can be recovered through Y h through

ȳk = (Y kP k
y ) · e1 = Y k︸︷︷︸

m×dk

·(P k
y e1︸ ︷︷ ︸

dk×1

),

yk = (Y hP k
y ) · e2 = Y k · (P k

y e2).

Moreover, the coefficient vectors of these linear channel combinations P k
x e1, P

k
x e2, P

k
y e1, P

k
y e2 do not rely on M and

(xk, yk)k≤K .

Now we prove this claim by mathematical induction.

1. Base case: k = 0. This claim is obviously true because the inputs are X0 = [x0, l, u, c] and Y 0 = [y0, q].

2. By the induction hypothesis, we suppose that there is an assignment of parameters before the k-th layer such that (1)
holds, then we consider the (k + 1)-th layer.

We assume here that l and u are vectors with only finite entries. In practice, the bounds for the (primal) variable x are
constrained by the precision limitations of the computing machinery.

First, we will show that Xk+1 satisfies (1). We define

Q1 :=


1 −1 0 0 0 0 0 0 0 0
0 0 1 1 0 0 0 0 0 0
0 0 −1 0 1 −1 0 0 0 0
0 0 0 −1 0 0 1 −1 0 0
τ τ 0 0 τ τ τ τ τ + 1 τ − 1

 ∈ R5×10,

Q2 :=


0 0 . . . 0
...

...
. . .

...
0 0 . . . 0
τ τ . . . τ

 ∈ R5×(dk+1−10).

and

Q3 :=


0 0 0 0
0 0 1 1
0 0 0 0
0 0 0 0

 ∈ R4×4.

Then we get

[x̄k, xk, l, u, c] ·Q1

= [x̄k + τc,−x̄k + τc, xk − l, xk − u, l + τc,−l + τc, u+ τc,−u+ τc, (τ + 1)c, (τ − 1)c] ∈ Rn×10,

[x̄k, xk, l, u, c] ·Q2 = [τc, τc, . . . τc] ∈ Rn×(dk+1−10),

and
[ȳk, yk, h,0n] ·Q3 = [0n,0n, y

k, yk].

If we define
Uk
x := P k

x Û
k
x , Uk

y := P k
y Û

k
y , (2)

where

Ûk
x =

[
Q1 Q2

0(dk−5)×10 0(dk−5)×(dk+1−10)

]
∈ Rdk×dk+1 ,

13
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and

Ûk
y =

[
Q3 04×(dk+1−4)

0(dk−4)×4 0(dk−4)×(dk+1−4)

]
∈ Rdk×dk+1 .

By basic linear algebra, we have

XkUk
x = XkP k

x Û
k
x = [x̄k + τc,−x̄k + τc, xk − l, xk − u,

l + τc,−l + τc, u+ τc,−u+ τc, (τ + 1)c, (τ − 1)c, τc, . . . , τc] ∈ Rdk×dk+1 ,

Y kUk
y = Y kP k

y Û
k
y = [0n,0n, y

k, yk,0n, . . . ,0n] ∈ Rdk×dk+1 .

We assign τk = τ and denote x̃k = xk − τ(c−G⊤yk), then we get

XkUk
x − τk(c · 1⊤

dk+1
−G⊤Y kUk

y )

= [x̄k + τc,−x̄k + τc, xk − l, xk − u, l + τc,−l + τc, u+ τc,−u+ τc, (τ + 1)c, (τ − 1)c, τc, . . . , τc]

− [τc, τc, τc, τc, . . . , τc] + τG⊤ · [0n,0n, y
k, yk,0n, . . . ,0n]

= [x̄k,−x̄k, xk − τc+ τG⊤yk − l, xk − τc+ τG⊤yk − u, l,−l, u,−u, c,−c,0n, . . . ,0n]

= [x̄k,−x̄k, x̃k − l, x̃k − u, l,−l, u,−u, c,−c,0n, . . . ,0n],

and further
Xk+1 = ReLU

(
XkUk

x − τk(c · 1⊤
dk+1

−G⊤Y kUk
y )
)

= [(x̄k)+, (x̄k)−, (x̃k − l)+, (x̃k − u)+, l+, l−, u+, u−, c+, c−,0n, . . . ,0n].

Since
z = z+ − z−,

Projl≤z≤u(z) = l + (z − l)+ − (z − u)+,

x̄k+1 =
k

k + 1
x̄k +

1

k + 1
xk+1,

(3)

for any z ∈ Rn, we get
xk+1 = Projl≤z≤u(x̃

k)

= l + (x̃k − l)+ − (x̃k − u)+

= l+ − l− + (x̃k − l)+ − (x̃k − u)+,

(4)

and
x̄k+1 =

k

k + 1
x̄k +

1

k + 1
xk+1

=
k

k + 1
(x̄k)+ − k

k + 1
(x̄k)− +

1

k + 1
l+ − 1

k + 1
l− +

1

k + 1
(x̃k − l)+ − 1

k + 1
(x̃k − u)+.

(5)

We define

P k+1
x =

[
Q4 010×(dk+1−5)

0(dk+1−10)×5 0(dk+1−10)×(dk+1−5)

]
∈ Rdk+1×dk+1 ,

where

Q4 :=



k
k+1 0 0 0 0
−k
k+1 0 0 0 0
1

k+1 1 0 0 0
−1
k+1 −1 0 0 0
1

k+1 1 1 0 0
−1
k+1 −1 −1 0 0

0 0 0 1 0
0 0 0 −1 0
0 0 0 0 1
0 0 0 0 −1


∈ R10×5.
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Combining (3), (4), and (5), we have

Xk+1P k+1
x = [x̄k+1, xk+1, l, u, c,0n, . . . ,0n].

Obviously, P k+1
x is independent of the LP problem M = (G; l, u, c;h) and the primal-dual sequence (xk, yk)k≤K .

Second, we will show that Y k+1 satisfies (1). Similar to the induction of Xk+1, there exist data-independent matrices
V̂ k
x , V̂ k

y ∈ Rdk×dk+1 , and Ŵ k
x ∈ Rdk+1×dk+1 such that

Y kV k
y = Y kP k

y V̂
k
y = [ȳk − σh,−ȳk − σh, yk, (1− σ)h,−(1 + σ)h,−σh, . . . ,−σh],

Xk+1W k
x = Xk+1P k+1

x Ŵ k+1
x = [0n,0n, x

k+1,0n, . . . ,0n],

XkV k
x = XkP k

x V̂
k
x = [0n,0n, x

k,0n, . . . ,0n].

Here we assign the weight matrices

V k
x = P k

x V̂
k
x , V k = P k

y V̂
k
y , W k

x = Ph+1
x Ŵ k

x .

If we assign σk = σ, we get

Y kV k
y + σk(h · 1⊤

dk+1
− 2GXk+1W k

x +GXkV k
x )

= [ȳk − σh,−ȳk − σh, yk, h− σh,−h− σh,−σh, . . . ,−σh]

+ [σh, σh, σh, . . . , σh]− σG · [0m,0m, 2xk+1 − xk,0m, . . . ,0m]

= [ȳk,−ȳk, yk + σ(h−G(2xk+1 − xk)), h,−h,0n, . . . ,0n]

and further
Y k+1 = ReLU

(
Y kV k

y + σk(h · 1dk+1
− 2GXk+1W k

x +GXkV k
x )

)
= [(ȳk)+, (ȳk)−, yk+1, q+, q−,0n, . . . ,0n].

Similar to the induction of Xk+1, there exists a data-independent P k+1
y such that

Y k+1P k+1
y = [ȳk+1, yk+1, h,0m, . . . ,0m].

3. By the mathematical induction, we get that the claim (1) holds for any hidden layer. In terms of the output layer K, we
only need to replace the linear transformations after the ReLU activations PK

x and PK
y with PK

x e1 and PK
y e1, respectively.

These small modifications ensure XK = x̄K and Y K = ȳK .

C. Proof of Theorem 2.3
Proof. Given the approximation error bound ϵ, we consider a K(ϵ)-layer PDHG-Net with network width dk = 20 ≥ 10.
We assign the parameter ΘPDHG as chosen in Theorem 1. By Theorem 1, for any LP problem M = (G; l, u, c;h) and its
corresponding primal-dual sequence (xk, yk)k≤K(ϵ), the network output (XK , Y K) is equal to (x̄k, ȳk).

Recalling Proposition 2.1, for any (x, y) ∈ Rn × Rm
≥0 satisfying l ≤ x ≤ u, we have

L(XK , y;M)− L(x, Y K ;M) = L(x̄k, y;M)− L(x, ȳk;M)

≤ C

2K(ϵ)
,

where C := ∥x−x0∥2

τ + ∥y−y0∥2

σ − (y − y0)⊤G(x− x0) for simplicity.

We only need to take K(ϵ) = [C/ϵ] + 1, then we get

L(XK , y;M)− L(x, Y K ;M) ≤ ϵ/2 < ϵ.

Since the network width is a fixed number 20, the number of neurons at each layer is bounded by a constant. Thus, the total
number of neurons has the same order as K(ϵ), which is O(1/ϵ).
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D. Feature extraction
This section illustrates all used features to extract initial encoding of LP instances. We used 3-dimension feature vector for
variables, 4-dimensions for constraints and a single scalar value to describe the connection between variables and constraints.
Table 7 lists the detailed information of each utilized feature.

feature type dimension description

Variables
lb float 1 the lower bound of the corresponding variable
ub float 1 the upper bound of the corresponding variable
c float 1 the cost coefficient of the corresponding variable

Constraints ctype {0, 1} 3 One-hot encoding of the type of the constraint ([≤,=,≥]).
rhs float 1 the right-hand-side value of the corresponding constraint

Table 7. initial feature encoding of the LP instance.

E. Datasets
E.1. PageRank

The generation of PageRank instances adheres to the methodology described in (Applegate et al., 2021), wherein each
problem is formulated into an LP following the approach in (Nesterov, 2014). We employ the identical network configurations
as in (Applegate et al., 2021), but vary the number of nodes to create instances of different sizes. Sizes of all utilized
instances can be found in Table 8.

# nodes # vars. # cons. # nnz.

103 1,000 1,001 7,982
104 10,000 10,001 79,982

5× 104 50,000 50,001 399,982
105 100,000 100,001 799,982
106 1,000,000 1,000,001 7,999,982

Table 8. Sizes of utilized PageRank instances.The number of variables, constraints, and non-zeros are reported.

E.2. Item Placement and Workload Appropriation

We adopted the generation code from (Gasse et al., 2022), and modified controlling parameters to obtain instances with
complex LP relaxations. Specifically, in the IP-S dataset, each item is set to have 100 dimensions with a configuration of
50 bins and 525 items. Conversely, for the IP-L dataset, items are set to have 200 dimensions, with an increased scale of
150 bins and 1,575 items. In the WA-S and WA-L datasets, we enhanced the probability of each task being compatible with
corresponding machines, which leads to a much denser model, consequently increasing the complexity of the LP relaxation
and making it more challenging to solve. Furthermore, we adjust the quantities of machines and tasks to 800 and 100, and
2,000 and 220, respectively. Sizes of all utilized instances can be found in Table 9.

dataset # vars. # cons. # nnz.

IP-S 31,350 15,525 5,291,250
IP-L 266,450 91,575 94,826,250
WA-S 80,800 98,830 3,488,784
WA-L 442,000 541,058 45,898,828

Table 9. Sizes of utilized instances.The average number of variables, constraints, and non-zeros are reported.
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F. Comparison with Gurobi
Moreover, it’s crucial to point out that Gurobi faced substantial difficulties in resolving instances with node counts exceeding
105. This observation further highlights the superior capability of FOMs in efficiently tackling large-scale problems. The
collected data from these experiments distinctly demonstrate that our proposed method consistently outperforms both PDLP
and Gurobi. Furthermore, we also conducted the comparitive experiments between our framework and the ABIP method,
which is an Interior point method accelerated by FOM.

Table 10. Solve time for PageRank instances. Gurobi’s LP solvers are set to default and use 1 thread. The precision of PDLP is set to the
10−8 relative gap. A time limit of 10 hours is set for all tested approaches, and presolve not applied. The number of nonzero coefficients
per instance is 8× (# nodes)− 18.

# nodes ours PDLP Gurobi Barrier Gurobi P. Simp. Gurobi D. Simp. ABIP

103 0.01s 0.04s 0.04s 0.1s 0.2s 0.05s
104 0.4s 1.1s 273.9s 40.9s 125.8 s 3.73s
105 22.4s 71.3s >15,000s >15,000s >15,000s 277.3s
106 4,508s >15,000s >15,000s >15,000s >15,000s Fail
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