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Abstract

A popular approach to the MAP inference prob-
lem in graphical models is to minimize an upper
bound obtained from a dual linear programming
or Lagrangian relaxation by (block-)coordinate
descent. This is also known as convex/convergent
message passing; examples are max-sum diffu-
sion and sequential tree-reweighted message pass-
ing (TRW-S). Convergence properties of these
methods are currently not fully understood. They
have been proved to converge to the set charac-
terized by local consistency of active constraints,
with unknown convergence rate; however, it was
not clear if the iterates converge at all (to any
point). We prove a stronger result (conjectured
before but never proved): the iterates converge to
a fixed point of the method. Moreover, we show
that the algorithm terminates within O(1/ε) itera-
tions. We first prove this for a version of coordi-
nate descent applied to a general piecewise-affine
convex objective. Then we show that several con-
vex message passing methods are special cases
of this method. Finally, we show that a slightly
different version of coordinate descent can cycle.

1. Introduction
Maximum aposterior (MAP) inference in undirected graphi-
cal models (Markov random fields) (Wainwright & Jordan,
2008) leads to an NP-hard combinatorial optimization prob-
lem, which is also known as discrete energy minimization
(Szeliski et al., 2006; Kappes et al., 2015) or valued con-
straint satisfaction (Meseguer et al., 2006; Cooper et al.,
2010). Graphical models find many applications even in
various areas of deep learning (Chen et al., 2015; Tourani
et al., 2018; Munda et al., 2017).
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A popular approach to MAP inference is the class of meth-
ods known as convex (or convergent) message passing.
These are in fact versions of (block-)coordinate descent
(BCD) applied to a dual linear programming (LP) or La-
grangian relaxation/decomposition of the problem, which
aims to minimize an upper bound on the true optimal value.
The earliest (and arguably the simplest) such method is
max-sum diffusion (Kovalevsky & Koval, 1975), revisited
in (Werner, 2007; 2010). Other examples are sequential tree-
reweighted message passing (TRW-S) (Kolmogorov, 2006),
max-product linear programming (MPLP) (Globerson &
Jaakkola, 2008), max-marginal averaging (Johnson et al.,
2007), and sequential reweighted message passing (SRMP)
(Kolmogorov, 2015). Message-passing methods for MAP
inference have a rich history, reviewing which is beyond the
scope of this paper, see also (Meltzer et al., 2009; Ruozzi &
Tatikonda, 2013; Sontag et al., 2012; Tourani et al., 2020).

Besides MAP inference, convex message passing methods
have been applied to other combinatorial optimization prob-
lems (Wedelin, 1995; Swoboda et al., 2017a;b; Swoboda
& Andres, 2017) including the general 0-1 ILPs (Lange &
Swoboda, 2021; Abbas & Swoboda, 2022), outperforming
commercial ILP solvers on many large-scale instances.

The dual LP or Lagrangian relaxations of MAP inference
are convex non-smooth and/or constrained problems. Co-
ordinate descent applied to a convex function is known to
converge to a global minimum if the function is smooth (or
its non-smooth part is separable) and has unique coordinate-
wise minimizers (Bertsekas, 1999; Tseng, 2001) but for
non-smooth and/or constrained problems it can get stuck in
local (w.r.t. coordinate moves) minima (Warga, 1963). To
alleviate this drawback, a number of globally optimal large-
scale methods have been adapted to solve the relaxations,
such as subgradient methods (Komodakis et al., 2011), bun-
dle methods (Savchynskyy, 2012), ADMM (Martins et al.,
2011), or adaptive diminishing smoothing (Savchynskyy
et al., 2012). It was however observed in the experimen-
tal study by (Kappes et al., 2015) that for large sparse in-
stances from computer vision, dual BCD methods with tree-
structured blocks (such as TRW-S) are consistently faster
and the obtained local optima are usually very good.

Convergence properties of the convex message-passing
methods are currently not fully understood. The objective
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value cannot increase in any iteration by definition, but many
iterations actually keep it unchanged. It is known that a nec-
essary (but not sufficient) condition for fixed points of the
methods is a local consistency (arc consistency for max-sum
diffusion, weak tree consistency for TRW-S) of the active
constraints. For TRW-S, (Kolmogorov, 2006) showed that
any limit point of the sequence of the iterates satisfies weak
tree consistency. For max-sum diffusion, (Schlesinger & An-
toniuk, 2011) showed somewhat more: the iterates converge
to the set defined by arc consistency (but not necessarily
to any single point); this was reviewed by (Savchynskyy,
2019). This result was generalized by (Werner et al., 2020)
to BCD applied to any convex optimization problem, assum-
ing that the block-wise minimizer is always chosen from the
relative interior of the set of block-minimizers.

1.1. Contributions

As our first contribution in this paper, we prove the long-
open conjecture, formulated for max-sum difussion by
(Schlesinger & Antoniuk, 2011; Werner, 2007) but dating
back to (Kovalevsky & Koval, 1975), that the iterates con-
verge to a fixed point of the method. Moreover, we show
that for any precision ε > 0 this happens in O(1/ε) itera-
tions – to the best of our knowledge, this is the first result
on convergence rate for these methods.

To that end, we first study (in §2) a seemingly simple iter-
ative method, coordinate descent applied to minimization
of the pointwise maximum of affine functions. This method
was studied already in (Werner, 2017). Here, the objective
function is non-smooth and can have non-unique coordinate-
wise minimizers. Therefore, one must decide in each itera-
tion which minimizer to choose. A natural way to resolve
this ambiguity is to ignore those affine functions that do not
depend on the current variable.

Then (in §2.1), we introduce a novel energy function that
strictly decreases with any non-trivial update. It follows that
the method cannot cycle. Assuming boundedness of this
energy, we proceed to prove convergence to the fixed point
and obtain an assymptotic upper bound on convergence rate.

Finally we show (in §3) that max-sum diffusion and max-
marginal averaging in Lagrangian decomposition are special
cases of the above algorithm, which allows us to transfer the
above convergence results to them. Note that the result for
max-marginal averaging is very general, since Lagrangian
decomposition is applicable to many hard combinatorial
optimization problems beyond MAP inference.

In our second contribution, we consider a slight modifi-
cation of the above method, in which in every update the
coordinate-wise minimizer is chosen to be the mid-point
of the interval of all coordinate-wise minimizers. We show
that in this case, the method can cycle.

2. Minimizing Maximum of Affine Functions
In this section, we consider coordinate descent applied to
unconstrained minimization of a convex piecewise-affine
function. Such a function can be always expressed as the
pointwise maximum of affine functions,

f(x) = max
i∈[m]

(aTi x+ bi) = max
i∈[m]

(Ax+ b)i, (1)

where aTi are the rows of matrix A = [aij ] ∈ Rm×n and
b = (b1, . . . , bm) ∈ Rm. We aim at applications where A
is large, sparse and its non-zero entries are small integers,
often just {−1, 0,+1}. We will refer to ai1, . . . , ain as the
coefficients and to bi as the offset of the ith affine function
aTi x+ bi.

Starting from an initial point x = (x1, . . . , xn) ∈ Rn, in
each iteration of coordinate descent we pick some j ∈ [n]
and minimize f over variable xj while keeping the remain-
ing variables x1, . . . , xj−1, xj+1, . . . , xn fixed, i.e., we min-
imize the univariate function xj 7→ f(x).

Here we assume that that the function xj 7→ f(x) always
has a minimum. This is ensured by the following condition,
which we assume throughout the paper:

Assumption 2.1. The matrix A satisfies

∀j : ((∃i : aij < 0)∧ (∃i : aij > 0)). (2)

It says that for each variable xj there is at least one affine
function increasing in xj and at least one affine function
decreasing in xj . If this is not the case for some j, the rows
with non-zero elements in column j can be deleted from A
without affecting the infimum of f , because the correspond-
ing affine functions can be decreased arbitrarily without
changing the other affine functions. This can be repeated
until (2) becomes satisfied (if this makes A empty, then f is
unbounded from below or constant). Thus, assumption (2)
is purely technical and does not limit the following results in
any way. We remark that (2) is a form of local consistency,
called sign consistency in (Werner, 2017).

Example 2.2. The function f(x1, x2) = max{x1, −x1,
x1 + x2} does not satisfy (2) because of variable x2. But
the affine function x1 + x2 can be omitted without affect-
ing the minimum of f . The new function f(x1, x2) =
max{x1, −x1} satisfies (2).

So we have ensured that the univariate function xj 7→ f(x)
always has at least one minimizer. But it may have more
than one minimizer (an interval) because some of the affine
function can be constant in xj . Therefore, we need to intro-
duce a rule to choose a single minimizer. A natural1 such

1Another natural rule, see is to choose a mid-point of the in-
terval of minimizers. We show in §4 that such a rule may lead to
oscillation of iterates.
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0

x1 7→ g1(x1, x2)

x1 7→ f(x1, x2) x1 7→ x2

x1

x1 7→ x1 x1 7→ −x1 − x2

Figure 1. Plots of the functions xj 7→ f(x) (in blue) and xj 7→
gj(x) (red) for the first update in Example 2.3 (so that x2 = 1).
Also shown are the three constituent affine functions (black).

rule, considered in (Werner, 2017), is to ignore the affine
functions that are constant in xj , i.e., to replace f with the
function

gj(x) = max
i: aij ̸=0

(aTi x+ bi). (3)

Assuming (2), for every x1, . . . , xj−1, xj+1, . . . , xn ∈ R
the univariate function xj 7→ gj(x) has exactly one mini-
mizer, x∗

j , which is the unique solution to the equation

max
i: aij<0

(aTi x+ bi) = max
i: aij>0

(aTi x+ bi). (4)

For the special case A ∈ {−1, 0, 1}m×n, (4) has the closed-
form solution

x∗
j =

1

2

(
max

i: aij<0
(aTi x

−j+bi)− max
i: aij>0

(aTi x
−j+bi)

)
(5)

where x−j
k = xk for all k ̸= j and x−j

j = 0.

Example 2.3. Let

f(x1, x2) = max{x1, x2, −x1 − x2}. (6)

According to (3), we thus have

g1(x1, x2) = max{x1, −x1 − x2},
g2(x1, x2) = max{x2, −x1 − x2}.

Let us show two iterations of the method, starting from the
point (x1, x2) = (1, 1).

To update x1, we minimize the univariate function x1 7→
g1(x1, x2) = max{x1,−x1 − 1}, which has the unique
minimizer x1 = − 1

2 . In contrast, the function x1 7→
f(x1, x2) = max{x1, 1,−x1 − 1} attains its minima on
the interval [−2, 1], which contains the point − 1

2 (see Fig-
ure 1). Note that this update actually did not decrease the
objective (6), because f(1, 1) = f(− 1

2 , 1) = 1.

To update x2, we minimize the function x2 7→ g2(x1, x2) =
max{x2,

1
2 − x2}, which has the unique minimizer x2 =

1
4 . In this case, the function x2 7→ f(x1, x2) =

max{− 1
2 , x2,

1
2 − x2} has the same unique minimizer.

This update decreased the objective: f(− 1
2 , 1) = 1 >

f(− 1
2 ,

1
4 ) =

1
4 .

One might think that the updates that do not decrease the ob-
jective can be skipped – but they cannot. Indeed, f cannot be
decreased from the point (x1, x2) = (1, 1) by changing any
variable separately but the method nevertheless converges
to the global minimizer (x1, x2) = (0, 0) of f .

The above iterative method is summarized in Algorithm 1,
including a stopping condition. A fixed point of the method
is any point that satisfies (4) for all j ∈ [n].

Algorithm 1 Minimizing pointwise maximum of affine func-
tions by coordinate descent

Input: data A, b, initial point x ∈ Rn, precision ε ≥ 0
η ←∞
while η ≥ ε do
η ← 0
for j ∈ [n] do
x∗
j ← argmin

xj∈R
gj(x)

η ← max{|xj − x∗
j |, η}

xj ← x∗
j

end for
end while

Remark 2.4. One can consider an equivalent version of the
algorithm, where we do not explicitly keep the variables x
in the memory but instead modify the offsets b. Indeed, the
vector Ax + b does not change if we set b ← Ax + b and
then reset x← 0. Detail can be found in (Werner, 2017). In
MAP inference literature, this corresponds to ‘message-free’
versions of message-passing algorithms.

Of course, the method still may have fixed points that are
not global minima. For example, the function

f(x1, x2) = max{x1 − 2x2, x2 − 2x1} (7)

is unbounded but any point x1 = x2 is fixed for the method.
This is a well-known drawback of coordinate descent ap-
plied to non-smooth convex functions (Warga, 1963).

Next we present an example when some components of the
vector Ax + b (i.e., the values of some affine functions)
decrease unboundedly during the iterations.

Example 2.5 ((Werner, 2017)). Let

f(x1, x2, x3) = max{x1 − x2 − x3, x1 + 4,

x1 + x2 + x3, −x1 + x2 + 2}. (8)

Starting from (x1, x2, x3) = (0, 0, 0), the updates of
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x1, x2, x3 (in this order) read

x1 ← −1 = argmin
x1

max{x1, x1 + 4, x1, −x1 + 2},

x2 ← −2 = argmin
x2

max{−x2 − 1, x2 − 1, x2 + 3},

x3 ← 2 = argmin
x3

max{1− x3, −3 + x3}.

By these three updates, each component of the vector Ax+
b decreases by 1. This can be seen as decreasing each
component of b by 1 and resetting (x1, x2, x3)← (0, 0, 0),
as in Remark 2.4. Thus, the vector Ax+ b will diverge.

It might seem this behaviour cannot occur if the objective f
is bounded below – but it is not so. Consider, for exam-
ple, the function f ′(x1, x2, x3) = max{f(x1, x2, x3), 0}
where f is given by (8), which is bounded below by 0. The
zero affine function will be ignored in all iterations (not
involved in any function gj), so the values of the remaining
four affine functions will be decreasing exactly the same
way as in Example 2.5.

2.1. Convergence Analysis

The key ingredient of our convergence analysis is a novel
‘energy function’ (9b) that stricly decreases in every non-
trivial (i.e., that changes some variable) update. Existence
of such a function is not at all obvious – recall, in particular,
that the objective f(x) can remain unchanged in some itera-
tion and these iterations cannot be omitted, see Example 2.3.
Definition 2.6. For any y ∈ Rm and k ≥ 2, define

Ek(y, π) =
∑
i∈[m]

ki yπ(i), (9a)

Ek(y) = max
π

Ek(y, π) =
∑
i∈[m]

ki sort(y)i (9b)

where ki denotes the ith power of k, and in (9b) we max-
imize over all permutations π and the sort is in ascending
order.

Note that the function (9b) is convex (although we will not
need this property). While we present the function in the
full generality, for MAP inference (in §3) it will suffice to
consider only the case k = 2.

Each iteration of the method minimizes, for some j, the
univariate function xj 7→ gj(x), which is the pointwise
maximum of univariate affine functions. This decreases
some of the affine functions and increases some other. We
have a bound for this increase because we know both the
minimal and maximal slope

c = min
i,j: aij ̸=0

|aij | , C = max
i,j
|aij | (10)

of the affine functions. This allows us to prove that the
energy indeed stricty decreases.

Proposition 2.7. Let Assumption 2.1 hold. Let c and C be
given by (10). In every inner iteration of Algorithm 1, the
energy E1+C/c(Ax+ b) decreases by at least c |xj − x∗

j |.

Proof. Let x∗
j be the minimizer of the function xj 7→ gj(x).

There is an affine function aTi x + bi with a positive slope
and another with a negative slope in xj , which at x∗

j are
equal to the minimal value of the function xj 7→ gj(x) as
in Equation (4). Thus, there is an affine function for which
the minimum of the function xj 7→ gj(x) is attained at
x∗
j whose value decreased by at least c |xj − x∗

j | in this
iteration. The values of all the other affine functions could
not increase by more than C |xj − x∗

j |. By Lemma 2.8, the
energy E1+C/c(Ax + b) decreased by at least c |xj − x∗

j |
in this iteration.

Lemma 2.8. Let c, C > 0. Let y, y′ ∈ Rm differ at posi-
tions I ⊆ [m] satisfying y′i ≤ yi + C for all i ∈ I , and at
the same time, there is also a position i∗ ∈ Argmaxi∈I y

′
i

such that y′i∗ ≤ yi∗ − c. Then

E1+C/c(y) ≥ E1+C/c(y
′) + c.

Proof. Let π be a permutation sorting y′ in an increasing
order2 such that π−1(i∗) ≥ π−1(i) for all i ∈ I . Let
j = π−1(i∗). Thus, in particular, we have yπ(i) = y′π(i) for
i > j. Now

E1+C/c(y, π)− E1+C/c(y
′, π)

=
∑
i∈[m]

(y − y′)π(i) (1 + C/c)
i

≥ c (1 + C/c)
j −

j−1∑
i=1

C (1 + C/c)
i

= c (1 + C/c)
j − C

(
(1 + C/c)j − 1

)
1 + C/c− 1

= c

where the first equality follows from the definition of the
energy, using the assumed relations between yi and y′i. In
particular, we used y′i ≤ yi + C for the first j − 1 elements
of (y−y′)π , and y′i∗ ≤ yi∗−c for the jth one. In the second
equality we used the formula for the sum of geometric series.
Finally, omitting the subscripts for brevity, we have

E(y) ≥ E(y, π) ≥ E(y′, π) + c = E(y′) + c,

which finishes the proof.

Existence of a strictly decreasing quantity shows that the
method cannot get into a cycle. This is not yet enough for

2That is, y′
π(1) ≤ y′

π(2) ≤ · · · ≤ y′
π(m). The inverse π−1 is

then mapping original indices to their order.
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convergence because, as we saw in Example 2.5, some com-
ponents of the vector Ax + b (and hence the energy) can
decrease unboundedly. We currently do not know about any
concise condition characterizing when this happens. There-
fore, in the following theorem, the main result of the paper,
we explicitly assume that the iterates are bounded during the
algorithm which will be the case for MAP inference in §3.

Theorem 2.9. Let Assumption 2.1 hold. Let c and C be
given by (10). Let the energy E1+C/c(Ax+ b) be bounded
during Algorithm 1. For any ε > 0, the algorithm halts
in O(1/ε) iterations. For ε = 0, we have limt→∞ ηt = 0
where ηt denotes the value of η after t outer iterations, and
both x and Ax+ b converge.

Proof. The energy is decreased in every step, and can de-
crease only by some constant M in total due to the bounded-
ness. Within every outer iteration, there has to be a decrease
in energy by at least cε by Proposition 2.7; otherwise the
algorithm would terminate. Thus, there can be at most
M/(cε) = O(1/ε) non-terminating outer iterations before
the energy is at its minimum.

For the convergence of iterates, we reiterate the previous
argument. When xj changes by ε, then the energy decreases
by at least cε. Thus, boundedness of energy implies the
boundedness of

∑∞
t=1 ∥xt − xt+1∥∞ (where xt denotes x

after t inner iterations). So x cannot diverge nor, by Propo-
sition 2.7, can it oscillate between multiple limit points;
convergence of x implies convergence of Ax+ b.

We remark that the convergence of x or of Ax + b does
not follow from the fact that Algorithm 1 halts after at
most O(1/ε) steps. Clearly, if the sequence (ηt) was, e.g.,
(1, 1

2 ,
1
3 ,

1
4 , . . . ), then the algorithm would halt after 1/ε

steps but the sequences of x and Ax+ b would not neces-
sarily converge.

3. MAP Inference
Now we turn our attention to the combinatorial optimization
problem arising in MAP inference. It can be described as
follows. We are given a set V of variables, each taking states
from a finite label set L, and a set of weight functions, each
depending on a (small) subset of the variables. We aim to
maximize the sum of the functions over all the variables. For
illustrative examples see, e.g., (Wainwright & Jordan, 2008;
Savchynskyy, 2019; Kappes et al., 2015). For simplicity
of presentation, we consider its pairwise version, when the
functions can depend only on individual variables or pairs
of variables. This problem reads3

F (θ) = max
x∈LV

[∑
i∈V

θi,xi +
∑

{i,j}∈E

θij,xixj

]
(11)

3In this section, symbol x has a different meaning that in §2.

where (V,E) with E ⊆
(
V
2

)
is an undirected graph, θi,x

(i ∈ V , x ∈ L) are unary weights, and θij,xy ({i, j} ∈ E,
x, y ∈ L) are binary weights (adopting that θij,xy = θji,yx).
All the weights together form a vector θ ∈ RI where

I = (V × L) ∪ { {(i, x), (j, y)} | {i, j} ∈ E, x, y ∈ L }.
(12)

A labeling x ∈ LV assigns label xi ∈ L to each variable
i ∈ V .

Example 3.1. Consider an image segmentation problem
where we want to find a dark object on a bright background
on a grayscale image. The set of variables V corresponds to
the image pixels, and two vertices are connected by an edge
e ∈ E if the corresponding pixels are neighbouring. There
are two labels in this task L = {object, background}. The
unary weights might encode our prior knowledge that the
object is dark, and the background is bright in the following
way: θi,object = 1 − J(i) and θi,background = J(i), where
J(i) is the image intensity of pixel i. The pairwise weights
may encode the fact that both the object and background
are continuous, so we should expect neighbouring pixels to
share label; then we might want θij,xy = 1x=y .

3.1. Max-Sum Diffusion

It is well-known (see, e.g., (Werner, 2007)) that the objective
function of (11) can be reparameterized by adding constants
to some weights and subtracting the same constants from
some other weights. The simplest such reparameterization
acts on a single triplet (i, j, x) ∈ P , where

P = { (i, j, x) | i ∈ V, j ∈ Ni, x ∈ L } (13)

and Ni = { j ∈ V | {i, j} ∈ E }, as follows: subtract
a number (‘message’) δij,x from θi,x and add the same
number δij,x to θij,xy for each y ∈ L. Clearly, this pre-
serves the objective of (11) because δij,x cancels out in the
sum. Composing these elementary reparameterization for
all (i, j, x) ∈ P changes the initial weight vector θ ∈ RI to
the vector θδ ∈ RI given by

θδi,x = θi,x −
∑
j∈Ni

δij,x (14a)

θδij,xy = θij.xy + δij,x + δji,y (14b)

where all the messages δij,x form a vector δ ∈ RP .

Many LP-based MAP inference algorithms minimize a con-
vex piecewise-affine upper bound on (11) over reparameter-
izations. We consider two such quantities

U1(θ) =
∑
i∈V

max
x∈L

θi,x +
∑

{i,j}∈E

max
x,y∈L

θij,xy,

U2(θ) = max
{
max
i∈V

max
x∈L

θi,x, max
{i,j}∈E

max
x,y∈L

θij,xy

}
,
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which clearly upper-bound (11) as

F (θ) ≤ U1(θ) ≤ (|V |+ |E|)U2(θ). (15)

To obtain the best upper bound, we want to minimize U1(θ
δ)

or U2(θ
δ) over δ. This can be formally obtained as a dual

LP relaxation of (11). If the graph (V,E) is connected, at
optimum we have U1(θ

δ) = (|V | + |E|)U2(θ
δ), so these

two relaxations are equivalent (Werner, 2007).

Arguably the simplest convex message passing method to
minimize the above upper bound is known as max-sum diffu-
sion (Kovalevsky & Koval, 1975; Schlesinger & Antoniuk,
2011; Werner, 2007). It has been formulated in several
slightly different versions, we describe here a version that
is monotonic in U2(θ

δ). Its update is as follows: pick a
triplet (i, j, x) ∈ P and change the variable δij,x such that
the equality

θδi,x = max
y∈L

θδij,xy (16)

becomes satisfied. Due to (14), this is done by setting

δij,x ← δij,x + 1
2

(
θδi,x −max

y∈L
θδij,xy

)
. (17)

Any point satisfying (16) for all (i, j, x) ∈ P is a fixed point
of max-sum diffusion.

Algorithm 2 Max-sum diffusion
Input: weights θ, initial point δ, precision ε ≥ 0
η ←∞
while η ≥ ε do
η ← 0
for (i, j, x) ∈ P do
d← 1

2

(
θδi,x −max

y∈L
θδij,xy

)
δij,x ← δij,x + d
η ← max{|d| , η}

end for
end while

Max-sum diffusion is a particular case of the method
from §2. The function δ 7→ U2(θ

δ) has the form (1), being
the pointwise maximum of affine functions (14) with coef-
ficients in {−1, 0,+1} (thus we have c = C = 1 in (10))
and offsets θ. The max-sum diffusion update on triplet
(i, j, x) ∈ P seeks to minimize the maximum over vari-
able δij,x of only those affine functions that depend on vari-
able δij,x, i.e., the functions θδi,x and {θδij,xy}y∈L, keeping
the other variables fixed. For any d ∈ R, we have

θ
δ+deij,x
i,x = θδi,x − d (18a)

θ
δ+deij,x
ij,xy = θδij,xy + d ∀y ∈ L (18b)

where eij,x is the (i, j, x)-th standard basis vector of RP .
Minimizing the maximum of functions (18) over d yields
d = 1

2

(
θδi,x −maxy∈L θδij,xy

)
.

To meet the assumptions of Theorem 2.9, we show that the
weights remain bounded during max-sum diffusion.

Lemma 3.2. Every element of the weight vector θδ is
bounded from below during Algorithm 2.

Proof. Consider the expression∑
(i,j,x)∈P

(
|L|θδi,x +

∑
y∈L

θδij,xy

)
.

It does not depend on any δij,x as they cancel out. Moreover,
it is a non-negative combination of the elements of θδ . Since
the maximum U2(θ

δ) of these elements is bounded from
above, each element of θδ has to be bounded also from
below.

Now we are ready to state the convergence result:

Theorem 3.3. For any ε > 0, Algorithm 2 terminates within
O (1/ε) steps. For ε = 0, vectors δ converge to a max-sum
diffusion fixed point, given by (16).

Proof. Consequence of Lemma 3.2 and Theorem 2.9.

3.2. Max-marginal Averaging

A powerful approach to construct convex bounds on combi-
natorial optimization problems is Lagrangian decomposition
(Guignard & Kim, 1987). For MAP inference, it was applied
by (Johnson et al., 2007) and popularized by (Komodakis
et al., 2011). It also underlies the tree-decomposition meth-
ods such as TRW-S (Kolmogorov, 2006).

Many combinatorial optimization problems can be written
in the general form

F (θ) = max
µ∈M
⟨θ, µ⟩ (19)

where θ ∈ RI are weights, M ⊆ {0, 1}I is the feasible set
(combinatorially large), I is a finite set of ‘features’, and
⟨·, ·⟩ denotes the dot product. The MAP inference prob-
lem (11) is obtained as a special case for I given by (12),
M = ϕ(LV ) = {ϕ(x) | x ∈ LV }, and the ‘feature map’
ϕ : LV → {0, 1}I being such that the function ⟨θ, ϕ(x)⟩
coincides with the objective function of (11). The convex
hull of M is known as the marginal polytope (Wainwright
& Jordan, 2008).

An upper bound on (19) is constructed by decomposition
to subproblems4. Let S denote the set of subproblems and
θs ∈ RI the weight vector of subproblem s ∈ S. These

4To see how the bound (21) arises from Lagrangian decom-
position, write problem (19) as minimization of

∑
s∈S⟨θs, µs⟩

subject to µs = µ and µ, µs ∈ M , and then dualize the coupling
constraints µs = µ.
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weights satisfy∑
s∈S

θs = θ, (20a)

θs,i = 0 ∀s ∈ S, i ∈ I \ Is, (20b)

where θs,i denotes the ith component of vector θs and each
set Is ⊆ I is such that the function F (θs) is tractable to
compute (e.g., each Is defines a acyclic subproblem). By
swapping max and sum in (19), we obtain two upper bounds
(analogically to (15))

F (θ) = F
(∑
s∈S

θs

)
≤

∑
s∈S

F (θs) ≤ |S|max
s∈S

F (θs). (21)

We want to minimize one of the upper bounds in (21) over
the variables (θs)s∈S subject to (20).

For I and ϕ defined by (11) and natural choices of sets Is
(e.g., the rows and columns of an image), the numbers F (θs)
can always be made equal for all s ∈ S while keeping (20).
Hence the two upper bounds in (21) coincide at optimum.
Thus, we can focus only on the second bound.

Minimization of the upper bound in Lagrangian decompo-
sition is traditionally done by subgradient methods, which
for the MAP inference problem was applied by (Komodakis
et al., 2011). An alternative but less common approach is
so-called max-marginal averaging, for MAP inference first
proposed by (Kolmogorov, 2006; Johnson et al., 2007). It
can be seen as a block-coordinate descent, where in each
iteration we pick some i ∈ I and minimize the upper bound
over the variables (θs,i)s∈S subject to (20). We shall de-
scribe here its slightly different version (with similar con-
vergent properties), in which only a pair of max-marginals
is averaged in each update.

The max-marginal of the function ⟨θ, µ⟩ associated with a
feature i ∈ I is the number

Fi(θ) = max
µ∈M :µi=1

⟨θ, µ⟩. (22)

Note that Fi depends on θi linearly: for any d ∈ R we have

Fi(θ + dei) = Fi(θ) + d (23)

where ei ∈ RI denotes the ith standard basis vector of RI .

Suppose that for each feature i ∈ I we have chosen a set
Ei ⊆ Si×Si where Si = { s ∈ S | i ∈ Is }. One update of
pairwise max-marginal averaging proceeds as follows: pick
some i ∈ I and (s, t) ∈ Ei, and change the variables θs,i
and θt,i to enforce Fi(θs) = Fi(θt). To maintain (20a),
due to (23) this can be done by adding a number d to θs,i
and subtracting the same number from θt,i. Clearly, such
number is uniquely given by5

d = 1
2

(
Fi(θt)− Fi(θs)

)
. (24)

5Computing the involved max-marginals from scratch before

This update in fact minimizes max{Fi(θs), Fi(θt)} over
θs,i and θt,i subject to (20).

To apply our results from §2, we need to reformulate the up-
per bound minimization as an unconstrained minimization
of the maximum of affine functions. For that, it suffices to
parameterize the affine subspace defined by (20). If a vector
(θs)s∈S satisfies (20), then the vector (θδs)s∈S given by

θδs,i = θs,i +
∑

t|(s,t)∈Si

δst,i −
∑

t|(t,s)∈Si

δts,i (25)

also satisfies (20) for any ‘messages’ δst,i ∈ R. For instance,
if Si = {1, 2, 3, 5} and Ei = {(1, 2), (2, 3), (3, 5)}, then
(25) reads

θδ1,i = θ1,i + δ12,i

θδ2,i = θ2,i − δ12,i + δ23,i

θδ3,i = θ3,i − δ23,i + δ35,i

θδ5,i = θ5,i − δ35,i

Clearly
∑

s∈Si
θδs,i =

∑
s∈Si

θs,i because δst,i cancel out.
Note, (25) is a counterpart of (14). If the digraph (Si, Ei)
is connected and its edges Ei cover Si, then any vector
(θδs)s∈S satisfying (20) can be parameterized as (25).

Algorithm 3 Max-marginal averaging
Input: weights (θs)s∈S , initial point δ, precision ε ≥ 0
η ←∞
while η ≥ ε do
η ← 0
for i ∈ I do

for (s, t) ∈ Ei do
d← 1

2

(
Fi(θ

δ
t )− Fi(θ

δ
s)
)

δst,i ← δst,i + d
η ← max{|d|, η}

end for
end for

end while

Now, the upper bound minimization reads as unconstrained
minimization of the function maxs∈S F (θδs) over δ and
pairwise max-marginal averaging becomes Algorithm 3.
The fixed point of the method is any point satisfying
Fi(θ

δ
s) = Fi(θ

δ
t ) for all i ∈ I and (s, t) ∈ Si.

This is a particular case of the method from §2: the objective
function has the form (1), where the affine functions x 7→
aTi x + bi correspond to functions δ 7→ ⟨θδs , ϕ(x)⟩. One
inner iteration minimizes the maximum of only those affine

every update would be costly in practice. However, it is often pos-
sible to reuse partial results from computing earlier max-marginals,
which can increase efficiency significantly. Compare, e.g., the
algorithms in Figures 1 and 2 in (Kolmogorov, 2006).
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functions that depend on variable δst,i. Since µ has non-
negative components, it follows from (25) that whenever a
message δst,i changes, some of these functions increase and
some decrease, which verifies condition (2).

Lemma 3.4. The numbers ⟨θs, µ⟩ for any µ ∈ M and
s ∈ S are bounded from below during Algorithm 3.

Proof. As the objective maxs∈S F (θs) never increases dur-
ing the algorithm, the numbers ⟨θs, µ⟩ are bounded above.
Hence, due to the identity ⟨θ, µ⟩ = ∑

s∈S ⟨θs, µ⟩, they are
also bounded below because the LHS is constant.

Theorem 3.5. For any ε > 0, Algorithm 3 terminates in
O (1/ε) steps. For ε = 0, the vectors θδs converge to a fixed
point of max-marginal averaging.

Proof. Consequence of Lemma 3.4 and Theorem 2.9

4. Mid-point Rule in Coordinate Descent
When applying BCD to any (possibly non-smooth and/or
constrained) convex problem, (Werner et al., 2020) proposed
that if block-minimizers are non-unique we should always
choose a minimizer from the relative interior of the block-
minimizer set. They proved that this relative interior rule is
not worse, in a precise sense, than any other rule to choose
block-minimizers.

The rule we proposed in §2 for unconstrained minimization
of function (1), namely to ignore the affine functions that do
not depend on the current variable, is a special case of the
relative interior rule. Indeed, the chosen minimizer of the
univariate function xj 7→ f(x) is always in the interior of
the set of minimizers (which is an interval or a singleton),
see Example 2.3. However, we could choose any other point
inside the interval. A natural way is to choose the middle
point of the interval. We call this the mid-point rule. For un-
constrained minimization of a function (1) with coefficients
A ∈ {−1, 0,+1}m×n these two rules clearly coincide (as
in Example 2.3), but for more general coefficients they do
not.6 Moreover, unlike the rule from §2, the mid-point
rule is applicable (assuming that the coordinate minimizer
sets are closed intervals or singletons) even for constrained
convex problems, such as linear programs.

Further in this section, we show that coordinate descent
with the mid-point rule can cycle when applied to a problem
other than unconstrained minimization of function (1) with
coefficients in {−1, 0,+1}.

6Interestingly, the ‘middle-point algorithm’ proposed by
(Wedelin, 1995) for dual LP relaxation of the set cover problem is
essentially the same as our algorithm from §2 for this particular
problem. He further argued (Wedelin, 2013) that when applied to
MAP inference, this algorithm is equivalent to max-sum diffusion.
In both cases, the coefficeent are indeed in {−1, 0,+1}.

Proposition 4.1. Coordinate descent with the mid-point
rule can cycle.

Proof. We start with a constrained problem. Let M ⊆
R3 denote the set formed by the 12 points in the first two
columns of the following table:

(−2, 0, 0) (2, 0, 0) (0, 0, 0)
(0,−1, 0) (0, 3, 0) (0, 1, 0)
(0, 1,−1) (0, 1, 3) (0, 1, 1)
(−1, 1, 1) (3, 1, 1) (1, 1, 1)
(1,−2, 1) (1, 2, 1) (1, 0, 1)
(1, 0,−2) (1, 0, 2) (1, 0, 0)

(26)

We will later show that each point from M is an extremal
point of the convex hull of M , denoted by convM . Con-
sider the problem of minimizing the constant (e.g., zero)
objective on the polytope convM , and apply to it coordi-
nate descent with the mid-point rule. Thus, whenever we
want to find the mid-point w.r.t. a coordinate and the cur-
rent iterate equals to two points x, y ∈M in the other two
coordinates, then the next iterate will be their mid-point,
(x + y)/2. Now we can see that starting from the point
(0, 0, 0) and updating the coordinates in cyclic order, we
obtain the iterates in the third column of the table, where the
current coordinate is always underlined. In particular, when
we take an iterate from row i, at two positions (over which
we are not updating) it is equal to the points from the first
two columns in row i+1, and the third column of row i+1
is the average of the previous two points, indices are mod6.
After six updates, we return the initial point (0, 0, 0), i.e.,
the method enters a loop.

Let us show that all points in M are indeed extreme points
of convM . We do this by presenting a supporting hyper-
plane of convM for each point x ∈ M that passes only
through x; thus, x is not a convex combination of any two
points from M . The hyperplanes (actually halfspaces) are
as follows:

−x1 ≤ 2 8x1 − 5x2 − 3.5x3 ≤ 16
−3.5x1 − 8x2 − 5x3 ≤ 8 x2 ≤ 3
−5x1 + 3.5x2 − 8x3 ≤ 11.5 x3 ≤ 3
−8x1 + 5x2 + 3.5x3 ≤ 16.5 x1 ≤ 3

−x2 ≤ 2 3.5x1 + 8x2 + 5x3 ≤ 24.5
−x3 ≤ 2 5x1 − 3.5x2 + 8x3 ≤ 21

(27)

Having shown cycling for a constrained problem, we pro-
ceed to demonstrate it for an unonstrained minimization of
a function in the form (1). Consider the function

f(x) = max{0, max
i

(Ax− b)i} (28)

where Ax ≤ b denotes the system on linear inequalities (27).
It is not hard to see that coordinate descent with the mid-
point rule applied to unconstrained minimization of func-
tion (28) will produce the same iterates as in table (26).
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5. Conclusion
In this paper, we first studied coordinate descent method
applied to unconstrained minimization of the pointwise max-
imum of affine functions with sparse coefficients. This func-
tion is non-smooth and can have non-unique coordinate-
minimizers, hence it is hard for coordinate descent. We con-
sidered the version of coordinate descent that resolves this
ambiguity by ignoring the affine functions not depending
on the current variable, which (under the technical assump-
tion (2)) ensures uniqueness of coordinate-minimizers.

As our central result, we proved convergence of this method
to its fixed point and, more precisely, showed that the
method achieves precision ε > 0 in O(1/ε) iterations. We
did this by designing a novel energy function that strictly
decreases with every iteration.

Let us remark that the asymptotic upper bound O(1/ε) in-
volves a big constant, which depends exponentially on the
problem size. Currently we are not sure if this is only an
artifact of our analysis or it is inherent to the method. In
experiment, we have never observed an exponential depen-
dence of convergence rate on instance size.

Then we showed that two popular representants of dual
coordinate descent algorithms (max-sum diffusion and max-
marginal averaging) to minimize LP/Lagrangian upper
bound on the MAP inference problem are special cases
of the above simple method. This proves the long-standing
conjecture that these algorithms converge to a fixed point.

Although we presented the convergence results only for
max-sum diffusion and marginal-averaging, we believe
the proof straightforwardly extends to a number of other
dual (block-)coordinate descent methods to minimize an
LP/Lagrangian upper bound on combinatorial optimization
problems. An exception is, e.g., SRMP (Kolmogorov, 2015),
which by design does not converge to a fixed point but only
to a locally consistent set.

Finally, we showed that a slightly modified version of coor-
dinate descent, in which the coordinate-wise minimizers are
chosen as the midpoints of the intervals, can cycle. This pro-
vides a further insight to the behaviour of (block-)coordinate
descent on non-smooth and/or constrained problems, which
is still relatively poorly understood.
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