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What is self-supervised learning?
Goal: train a backbone neural network from unlabeled data and transfer
acquired knowledge to other tasks.
Self-supervised learning:

Example of augmentation and aggregation of positive (left) and negative (right) image pairs. Note that pairs are
aggregated in representation space in the full pipeline.

1. Define a proxy task over the unlabeled dataset (e.g. classification on
surrogate classes).

Left: Conv4 VS ResNet32 performance; Center: accuracy VS tot augmentations; Right: accuracy VS availabe labels

2. Train a network (backbone) to solve the proxy task and learn useful
representations on the way.
3. Transfer the knowledge to downstream-tasks (e.g. classification,
segmentation, image retrieval).
Previous work: predict image rotations (RotationNet, Gidaris et al. 2018),
contrastive losses (SimCLR, Chen et al. 2020), maximize mutual
information (Deep InfoMax, Hjelm et al. 2019), supervised learning using
pseudolabels (DeepCluster, Caron et al. 2018).

Description of the method

1) The mini-batch is augmented K times; 2) All instances are passed through
the backbone with a forward pass; 3) Representations are aggregated
generating positive and negative pairs; 4) Pairs are passed through the
relation head; 5) The prediction of the relation head is compared with the
target pseudo-label (1=positives, 0=negatives) and assigned to a Binary
Cross-Entropy loss (BCE) for the optimization.
Image retrieval task, query (red frame) and top-10 closests images. Left: our method, Right: RotationNet

Experiments: overview

Projection on the Cartesian plane of representations using t-SNE for pre-trained methods on CIFAR-10 test points
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