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1 Spark

spark_install ("2.0.1") 2.
2.
sc <- spark_connect (master = "local") 3.
Mesos
1. RStudio Server Pro

2. Spark Home

3.
spark_connect(master=“[Mesos-URL]”,

YARN

RStudio Server Pro

Spark Home
“lusr/lib/spark"

spark_connect(master=“yarn-client”,
version = “1.6.2”, spark_home =
[Spark Home )]

Spark
RStudio Server Pro

Spark
spark_install (version = “2.0.1")

version = “1.6.2”, spark_home = [Spark 1.
Home )]
i 2.
Livy
1. Livy REST 3

2.

sc <- spark_connect(master = “http:/
host:port” , method = “livy")

conbg <-spark_config()

conbg$spark.executor.cores <- 2
conbg$spark.executor.memory <-

¥spark.yarn.am.cores
¥spark.yarn.am.memory 512m
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sc <- spark_connect (master = "yarn-

client”, config = config, version ="2.0.1")

spark_connect(master=“spark:/
host:port“, version ="2.0.1",
spark_home = spark_home_dir())

¥spark.executor.heartbeatInterval 10s
¥spark.network.timeout 120s
¥spark.executor.memory 1¢
¥spark.executor.cores |
¥spark.executor.extraJavaOptions
¥spark.executor.instances
¥sparklyr.shell.executor-memory
¥sparklyr.shell.driver-memory
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library(sparklyr); library(dplyr); library(ggplot2);
library(tidyr);
set.seed(100)

spark_install("2.0.1")
sc <- spark_connect(master = "local”)

import_iris <- copy_to(sc, iris, "spark_iris",
overwrite = TRUE)

partition_iris <- sdf_partition(
import_iris, training=0.5,
testing=0.5)

sdf_register(partition_iris,
c("spark_iris_training","spark_iris_test"))

tidy_iris <- tbl(sc,"spark_iris_training") %>%
select(Species, Petal_Length, Petal Width)

model_iris <- tidy_iris %>%
ml_decision_tree(response="Species",
features=c("Petal_Length","Petal_Width"))

test_iris <- tbl(sc,"spark_iris_test")

pred_iris <- sdf_predict(
model_iris, test iris) %>%
collect

pred_iris %>%
inner_join(data.frame(prediction=0:2,
lab=model_iris$model.parameters$labels)) %>%
ggplot(aes(Petal_Length, Petal_Width, col=lab)) +
geom_point()
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spark_disconnect(sc)
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DataFrame Spark Spark SQL R ml_decision_tree(my_table , response=OSpecies", features=
o . DBI::dbWriteTable(! r_table <- collect(my_table) c(OPetal_Length" 'Petal_Width"))
sdf_copy_to(sc, iris, "spark_iris") sc, "spark_iris", iris) plot(Petal_Width~Petal_Length, data=r_table)

ml_als_factorization(x, rating.column = "rating", user.column =

zg;;zg—to(sc' X, name, memory, repartition, DBI::dbWriteTable(conn, name, dplyr::collect(x) "user”, item.column = "item", rank = 10L, regularization.parameter
value) Spark DataFrame R DataFrame = 0.1, iter.max = 10L, ml.options = m|_options())
sdf_read_column(x, column)

Spark Hive R ml_decision_tree(x, response, features, max.bins = 32L, max.depth
my_var <- tbl_cache(sc =5L, type = c("auto", "regression", "classibcation"), ml.options =

sc, name, path, options = list(), repartition = 0, name= "hive_iris") ' Spark ml_options()) _
memory = TRUE, overwrite = TRUE bl he( - . TRUE) X, path ml_gradient_boosted_trees

_cache(sc, name, force = . . .

CSv spark_read_csv( header = TRUE, spark_read_csv( header = TRUE, mI__generall_zed_Imear_rleg[essmn.(x, “?Sp‘in,f e, fe_attjrels, _
columns = NULL, infer_schema = TRUE, CSsv delimiter = ".", quote = "\"", escape = intercept = TRUE, family = gaussian(link = "identity"), iter.max =
delimiter =",", quote = "\"", escape = "\\", my_var <- dplyr::tbl(sc, "\", charset = "UTF-8", null_value = 100L, ml.options = mi_options())
charset = "UTF-8", null_value = NULL) name= "hive_iris") NULL) ml_kmeans(x, centers, iter.max = 100, features = dplyr::tbl_vars(x),

dplyr::thl(scr, E ) JSON spark_read_json(mode = NULL) compute.cost = TRUE, tolerance = 1e-04, ml.options =

JSON spark_read_json() ml_options())

PARQUET spark_read_parquet(mode = NULL)
PARQUET spark_read_parquet() ml_Ida(x, features = dplyr::tbl_vars(x), k = length(features), alpha =

(50/k) + 1, beta = 0.1 + 1, ml.options = ml_options())

Apache Spark _ _ _
alpha = 0, lambda = 0, iter.max = 100L, ml.options = ml_options())

tbl_cache isti i
dplyr Spark sQL ML sdf_copy_to oo ml_logistic_regression
Spark SOL ft_binarizer(my_table input.col=OPetal dplyr::copy_to plyr::tbl % mi_multilayer_perceptron(x, response, features, layers, iter.max
ar - ' | : . - . . - — — . . . —
P LengthO, output.col="petal_large", DBI::dbWriteTable < é E mﬁ%oytf)?\i?)) sample(.MachineSinteger.max, 1), ml.options
my_table <- my_var %>% threshold=1.2) LR m— Ny _.p .
filter(Species=="setosa") %>% SprK. mlarlla(;\‘l)zal;:();t)as(x, response, features, lambda = 0, ml.options =
sample_n(10) X, input.col = NULL, output.col = sdf_collect spark_read_<fmt> - _ .

_ NULL dplyr::collect 4_ mlﬁln(e;r_);za;%s)t(x, classiber, response, features, ml.options =
Direct Spark SQL ft_binarizer(threshold = 0.5) sdf_read_column - _ _
my_table <- DBI::dbGetQuery( sc , (SELECT spark_write_<fmt>  ml_pca(x, features = dplyr::tbl_vars(x), ml.options = ml_options())

* FROM iris LIMIT 107) ft_bucketizer(splits) ml_random_forest(x, response, features, max.bins = 32L,
DBI::dbGetQuery(conn, statement) max.depth = 5L, num.trees = 20L, type = c("auto”, "regression",
] "classibcation"), ml.options = ml_options()
ft_discrete_cosine_transform(inver R Spark API
SDF Scala API se = FALSE) Spark ml_survival_regression(x, response, features, intercept =
TRUE,censor = "censor", iter.max = 100L, ml.options =
sdf_mutate(.data) . ) ml_options())
dplyr mutate ft_elementwise_product(scaling.col) spark_connection() R Spark Shell
. _ ml_binary_classification_eval(predicted_tbl_spark, label,
g P SNUAL S5~ e t_swing) sparcjob)  Soat
sdf_partition(x, training = 0.5, test = 0.5) spark_dataframe() Spark DataFrame mI_classifilf:a'tlion_eval(predicted_tbl_spark, label, predicted_lbl,
ft_one_hot_encoder() metric = "f1")
sdf_register(x, name = NULL) R S K ml_tree_feature_importance(sc, model)
- . par
Spark DataFrame ft_quantile_discretizer( n.buckets invok
sdf_sample(x, fraction = 1, replacement = =5L) invoke() Java
TRUE, seed = NULL) invoke_new() "
] . sparkilyr
sdf_sort(x, columns) ft_sql_transformer(sq]) invoke_static() sparklyr

1
ft_string_indexer( params = NULL)

ML Extensions
Pk’

sdf_with T[t)mique_id(x, id ="id")

ml_create_dummy_variables() ml_options()
ft_vector_assembler() —~ — y- 0

sdf_predict(object, newdata) mi_prepare_dataframe() ml_model() R Apache Spark
Spark DataFrame ml_prepare_response_features_intercept()
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