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Abstract
In this work we present a novel approach to hierarchical reinforcement learning
for linearly-solvable Markov decision processes. Our approach assumes that
the state space is partitioned, and the subtasks consist in moving between the
partitions. We represent value functions on several levels of abstraction, and use
the compositionality of subtasks to estimate the optimal values of the states in each
partition. The policy is implicitly defined on these optimal value estimates, rather
than being decomposed among the subtasks. As a consequence, our approach can
learn the globally optimal policy, and does not suffer from the non-stationarity of
high-level decisions. If several partitions have equivalent dynamics, the subtasks
of those partitions can be shared. If the set of boundary states is smaller than the
entire state space, our approach can have significantly smaller sample complexity
than that of a flat learner, and we validate this empirically in several experiments.

1

Introduction

Linearly-solvable Markov decision processes (LMDPs) are a class of problems for reinforcement
learning whose Bellman optimality equations are linear in the exponentiated value function [Kappen,
2005, Todorov, 2006]. Because of the linearity, solution methods for LMDPs are more efficient
than those for general Markov decision processes (MDPs), both in the model-based and model-free
settings. Though not as expressive as MDPs, LMDPs can nevertheless model a wide range of decision
problems, and there exist methods for approximating MDPs with LMDPs [Todorov, 2006].
In the continuous setting, LMDPs frequently appear under the names path-integral control or KullbackLeibler (KL) control [Kappen et al., 2012]. LMDPs are also strongly related to maximum-entropy
reinforcement learning, which is known to have favorable properties and is quickly becoming the
state-of-the-art for reinforcement learning [Mnih et al., 2016, Haarnoja et al., 2018, Vieillard et al.,
2020, Bas-Serrano et al., 2021].
On the other hand, hierarchical reinforcement learning offers a principled framework for reducing the
complexity of learning [Sutton et al., 1999, Dietterich, 2000, Wen et al., 2020]. By decomposing a
task into subtasks, each of which can be solved independently, a solution to the original task can then
be composed of the solutions to the subtasks. If each subtask is easier to solve than the original task,
this may significantly reduce the learning effort of an agent that is learning to perform the task.
In this paper we propose a novel approach to hierarchical reinforcement learning in LMDPs. Our
approach assumes that the state space is partitioned into subsets, and the subtasks consist in moving
between these partitions. The subtasks are parameterized on the current value estimates of boundary
states. Instead of solving the subtasks each time the value estimates change, we take advantage of
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compositionality to express the solution to an arbitrary subtask as a linear combination of a set of
base LMDPs. The result is a form of value function decomposition which allows us to express an
estimate of the optimal value of an arbitrary state as a combination of multiple value functions with
smaller domains.
Concretely, our work makes the following novel contributions:
• We define a novel scheme based on compositionality for solving subtasks, defining local
reward functions that constitute a convenient basis for arbitrary reward functions.
• The subtask decomposition is at the level of the value function, not of the actual policy.
Hence our approach does not suffer from non-stationarity in the online setting, unlike
approaches that select among subtasks whose associated policies are being learned.
• Even though the subtasks have local reward functions, under mild assumptions our approach
converges to the globally optimal value function.

2

Related Work

Several authors have proposed hierarchical versions of LMDPs. Saxe et al. [2017] propose a
hierarchical multi-task architecture that also exploits the linear compositionality of LMDPs. Their
Multitask LMDP maintains a parallel distributed representation of tasks, reducing the complexity
through stacking. However, the approach requires to augment the state space with many additional
boundary (subtask) states. Further, the stacking introduces additional costs (cf. their Equation 10),
and does not provide global optimality. Jonsson and Gómez [2016] extend the MAXQ framework
to LMDPs by defining subtasks that represent high-level decisions. The top-level policy chooses
multi-step transitions, which introduces non-stationarity and prevents global optimality. The authors
discuss the possibility of introducing compositionality, but do not explore the concept further.
Several authors have also exploited compositionality in the context of transfer learning or hierarchical
reinforcement learning. Van Niekerk et al. [2019] use compositionality to solve new tasks that
can be expressed as combinations of a series of existing tasks. The authors distinguish between
AND-compositionality and OR-compositionality, depending on whether the features of a new task
are present in all existing tasks or only some. The Options Keyboard [Barreto et al., 2019] combines
a successor feature representation with generalized policy improvement to obtain subtask policies
from a set of base subtasks without learning, similar to our use of subtask compositionality. Hunt
et al. [2019] exploit a similar idea to transfer knowledge from existing tasks to new tasks using
compositional optimism, and apply divergence correction in case compositionality does not transfer
well. The above forms of compositionality do not guarantee that the resulting policy is optimal,
unlike compositionality for LMDPs which is exact.
Our work is similar to that of Wen et al. [2020] in that we define a hierarchical decomposition based
on a partition of the state space, and exploit the equivalence of subtasks to reduce the learning effort.
Compared to Wen et al. [2020], our approach comes with the following benefits:
• No need to restrict to a single initial state or a single terminal state.
• No problem of non-stationarity in the online setting due to selecting among subtasks.
• A more general definition of equivalence that captures more structure.
• Guaranteed convergence to the optimal value function for stochastic dynamics, while
previous work only provided this guarantee for deterministic dynamics.

3

Background

In this section we present the necessary background for our work and introduce notation used
throughout.
P
Given a finite set X , let ∆(X ) = {p ∈ RX : x p(x) = 1, p(x) ≥ 0 (∀x)} denote the probability
simplex on X . Given a probability distribution p ∈ ∆(X ), let B(p) = {x ∈ X : p(x) > 0} ⊆ X
denote the support of p.
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3.1

Linearly-Solvable Markov Decision Processes

A linearly-solvable Markov decision process, or LMDP [Kappen, 2005, Todorov, 2006], can be
defined as a tuple L = hS, T , P, R, J i, where S is a set of non-terminal states, T is a set of terminal
states, P : S → ∆(S + ) is an uncontrolled transition function, R : S → R is a reward function for
non-terminal states, and J : T → R is a reward function for terminal states. We use S + = S ∪ T to
denote the full set of states, and S + = |S + | (resp. S = |S|) to denote the number of (non-terminal)
states. We also use B = maxs∈S |B(P (·|s))| to denote an upper bound on the support of P .
The learning agent follows a policy π : S → ∆(S + ) that, for each non-terminal state s ∈ S, chooses
a probability distribution over next states in the support of P(·|s), i.e. π(·|s) ∈ ∆(B(P(·|s)). In each
round t, the learning agent observes a state st ∈ S + . If st is non-terminal, the agent transitions to a
new state st+1 ∼ π(·|st ) and receives an immediate reward
R(st , π) = R(st ) − λ · KL(π(·|st )k P(·|st )),
where R(st ) is the reward associated with state st , KL(π(·|st )k P(·|st )) is the Kullback-Leibler
divergence between π(·|st ) and P(·|st ), and λ is a temperature parameter. Hence the agent can set
the probability distribution π(·|st ) freely, but gets penalized for deviating from the uncontrolled
distribution P(·|st ). On the other hand, if st is terminal, the agent receives reward J (st ) and then
the current episode ends. The aim of the agent is to compute a policy π that maximizes the expected
future reward (i.e. value), defined in each non-terminal state s ∈ S as
"T −1
#
X
π
v (s) = E
R(St , π) + J (ST ) S1 = s .
t=1

Here, T is a random variable representing the time at which the current episode ends, and St is
a random variable representing the state at time t. The expectation is over the stochastic choice
of next state St+1 ∼ π(·|St ) at each time t, and the time T it takes for the episode to end. We
assume that the reward of all non-terminal states is negative, i.e. R(s) < 0 for each s ∈ S. As a
consequence, R(s, π) < 0 holds for any policy π, and the value v π (s) has a well-defined upper
bound. Alternatively, we could assume that each policy terminates with probability 1 within a fixed
time horizon H.
We are interested in computing the optimal value function v ∗ : S → R, i.e. the maximum expected
future reward among all policies. For simplicity, in what follows we omit the asterisk and refer to the
optimal value function simply as the value function. We extend the value function to each terminal
state t ∈ T by defining v(t) ≡ J (t). The value function v satisfies the Bellman equations


1
1
v(s) = max R(s, π) + Es0 ∼π(·|s) v(s0 )
λ
λ π


1
1
π(s0 |s)
v(s0 ) − log
(∀s).
= R(s) + max Es0 ∼π(·|s)
π
λ
λ
P(s0 |s)
We introduce the notation z(s) = ev(s)/λ for each s ∈ S + , and often abuse notation by referring
to z(s) as the value of s. The maximization in the Bellman equations can be resolved analytically,
yielding the following Bellman equations that are linear in z:
X
z(s) = eR(s)/λ
P(s0 |s)z(s0 ).
(1)
s0

We can express the Bellman equation in matrix form by defining an S × S diagonal reward matrix
R = diag(eR(·)/λ ) and an S × S + stochastic transition matrix P whose entries (s, s0 ) equal P(s0 |s).
We also define a vector z that stores the values z(s) for each non-terminal state s ∈ S, and a vector
z+ extended to all states in S + . We can now write the Bellman equations in matrix form:
z = RP z+ .

(2)

Given z, the optimal policy π is given by the following expression for each pair of states (s, s0 ):
P(s0 |s)z(s0 )
π(s0 |s) = P
.
t P(t|s)z(t)
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(3)

If the dynamics P and R are known, we can simply use the power iteration method on the linear
system in (2) to obtain the values of z. Alternatively, Neu and Gómez [2017] proposed an algorithm
that achieves O(log2 T ) regret in this setting. If the dynamics are not known, we can instead use an
online algorithm called Z-learning to compute an estimate ẑ of the values [Todorov, 2006]. After
observing each transition (st , rt , st+1 ), the update rule of Z-learning is given by
ẑ(st ) ← (1 − αt )ẑ(st ) + αt ert /λ ẑ(st+1 ),
where αt is a learning rate. The above update rule assumes that we sample next states using the
uncontrolled transition function P, which is typically no better than a random walk. A better choice
is to sample next states using the estimated policy π̂ derived from the estimated values ẑ and (3). In
this case, Todorov [2009b] suggested a corrected update rule based on importance sampling:
ẑ(st ) ← (1 − αt )ẑ(st ) + αt ert /λ ẑ(st+1 )

P(st+1 |st )
.
π̂(st+1 |st )

(4)

Note that the expression for the policy π̂ in (3) and the corrected update rule in (4) require local
knowledge of P(·|st ), i.e. the set of possible next states and their associated uncontrolled probabilities.
Though this seems like a strong assumption, in practice P usually has a simple form, e.g. uniform.
Jonsson and Gómez [2016] showed that the corrected update rule in (4) can also be used to perform
off-policy updates in case transitions are sampled using a policy different from π̂.
3.2

Compositionality

Todorov [2009a] introduced the concept of compositionality for LMDPs. Consider a set of LMDPs
{L1 , . . . , Ln }, where each LMDP Li = hS, T , P, R, Ji i has the same components S, T , P, R and
only differ in the reward Ji (t) of each terminal state t ∈ T , as well as its exponentiated value
zi (t) = eJi (t)/λ .
Now consider a new LMDP L = hS, T , P, R, J i with the same components as the n LMDPs above,
except for J . Assume that there exist weights w1 , . . . , wn such that the exponentiated value of each
terminal state t ∈ T can be written as
eJ (t)/λ = z(t) = w1 z1 (t) + . . . + wn zn (t).
Since the Bellman optimality equation of each non-terminal state s ∈ S is linear in z, the optimal
value of s satisfies the same equation:
z(s) = w1 z1 (s) + . . . + wn zn (s).
Consequently, if we previously compute the optimal values z1 , . . . , zn of the n LMDPs and know the
weights w1 , . . . , wn , we immediately obtain the optimal values of the new LMDP L without learning.

4

Hierarchical LMDPs

In this section we describe our novel approach to hierarchical LMDPs. We first describe the particular
form of hierarchical decomposition that we consider, and then present algorithms for solving a
decomposed LMDP.
4.1

Hierarchical Decomposition

Our hierarchical decomposition is similar to that of Wen et al. [2020]. Formally, given an LMDP
L = hS, T , P, R, J i, the set of non-terminal states S is partitioned into L subsets {Si }L
i=1 . For
each such subset Si , we define an induced subtask Li = hSi , Ti , Pi , Ri , Ji i, i.e. an LMDP whose
components are defined as follows:
• The set of non-terminal states is Si .
• The set of terminal states Ti = {t ∈ S + \ Si : ∃s ∈ Si s.t. t ∈ B(P(·|s))} includes all
states in S + \ Si (terminal or non-terminal) that are reachable in one step from a state in Si .
• Pi : Si → ∆(Si+ ) and Ri : Si → R are the restrictions of P and R to Si , where
Si+ = Si ∪ Ti denotes the full set of subtask states.
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Figure 1: a) A 4-room LMDP, with a terminal state marked G and 8 other exit states highlighted; b) a
single subtask with 5 terminal states G, L, R, T, B that is equivalent to all 4 room subtasks.
• The reward of a terminal state t ∈ Ti equals Ji (t) = J (t) if t ∈ T , and Ji (t) = v̂(t)
otherwise, where v̂(t) is the estimated value in L of the non-terminal state t ∈ S \ Si .
Intuitively, if the reward Ji (t) of each terminal state t ∈ Ti equals its optimal value v(t) for the
original LMDP L, then solving the subtask Li yields the optimal values of the states in Si . In practice,
however, we only have access to an estimate v̂(t) of the optimal value. In this case, the subtask Li
is parameterized on the value estimate v̂ of terminal states in Ti , and each time the value estimate
changes, we can solve Li to obtain a new value estimate v̂(s) for each state s ∈ Si .
We define a set of exit states E = ∪L
i=1 Ti , i.e. the union of the terminal states of each subtask in
{L1 , . . . , LL }. For convenience, we use Ei = E ∩ Si to denote the set of (non-terminal) exit states in
L
the subtask Li . We also introduce the notation K = maxL
i=1 |Si |, N = maxi=1 |Ti | and E = |E|.
Just like Wen et al. [2020], we define a notion of equivalent subtasks.
Definition 4.1 Two subtasks Li and Lj are equivalent if there exists a bijection f : Si → Sj such
that the transition probabilities and rewards of non-terminal states are equivalent through f .
Unlike Wen et al. [2020], we do not require the sets of terminal states Ti and Tj to be equivalent.
Instead, for each class of equivalent subtasks, our approach is to define a single subtask whose set of
terminal states is the union of the sets of terminal states of subtasks in the class.
Formally, we define a set of equivalence classes C = {C1 , . . . , CC }, C ≤ L, i.e. a partition of the set
of subtasks {L1 , . . . , LL } such that all subtasks in a given partition are equivalent. We represent a
single subtask Lj = hSj , Tj , Pj , Rj , Jj i per equivalence class Cj ∈ C. The components S
Sj , Pj , Rj
are shared by all subtasks in the equivalence class, while the set of terminal states is Tj = Li ∈Cj Ti ,
where the union is taken with respect to the bijection f relating all equivalent subtasks. As before,
the reward Jj of terminal states is parameterized on a given value estimate v̂. We assume that each
non-terminal state s ∈ S can be easily mapped to its subtask Li and equivalence class Cj .
Example Figure 1a) shows an example 4-room LMDP with a single terminal state marked G,
separate from the room but reachable in one step from the highlighted location. The rooms are only
connected via a single doorway; hence if we partition the states by room, the subtask corresponding
to each room has two terminal states in other rooms, plus the terminal state G for the top right room.
The 9 exit states in E are highlighted and correspond to states next to doorways, plus G. Figure 1b)
shows a single subtask that is equivalent to all four room subtasks, since the dynamics inside each
room is the same, and since the set of terminal states is the union of those of the subtasks. Hence the
number of equivalent subtasks is C = 1, the number of non-terminal and terminal states of subtasks
is K = 25 and N = 5, respectively, and the number of exit states is E = 9.
4.2

Subtask Compositionality

During learning, the value estimate v̂ changes frequently, and it is inefficient to solve all subtasks
after each change. Instead, our approach is to use compositionality to obtain solutions to the subtasks
5

without learning. The idea is to introduce several base LMDPs for each subtask Lj such that any
reward function Jj can be expressed as a combination of the reward functions of the base LMDPs.
Given a subtask Lj = hSj , Tj , Pj , Rj , Jj i as defined above, assume that the set Tj contains n states,
i.e. Tj = {t1 , . . . , tn }. We define n base LMDPs L1j , . . . , Lnj , where each base LMDP is given by
Lkj = hSj , Tj , Pj , Rj , Jjk i. Hence the base LMDPs only differ in the reward of terminal states.
Concretely, we define the exponentiated reward as zjk (t) = 1 if t = tk , and zjk (t) = 0 otherwise.
This corresponds to an actual reward of Jjk (t) = 0 for t = tk , and Jjk (t) = −∞ otherwise.
Even though the exit reward Jjk (t) equals negative infinity for terminal states different from tk ,
this does not cause computational issues in the exponentiated space, since the value zjk (t) = 0 is
well-defined in (2) and (3). Moreover, there are two good reasons for defining the rewards in this way.
The first is that the rewards form a convenient basis that allows us to express any value estimate on
the terminal states in Tj as a linear combination of zj1 , . . . , zjn . The second is that a value estimate
ẑ(t) = 0 can be used to turn off terminal state t, since the definition of the optimal policy in (3)
assigns probability 0 to any transition that leads to a state t with ẑ(t) = 0. This is the reason that we
do not need the sets of terminal states to be equal for equivalent subtasks.
Now assume that we solve the base LMDPs to obtain the optimal value functions zj1 , . . . , zjn . Also
assume that we are given a value estimate v̂ for the terminal states in Tj , i.e. Jj (t) = v̂(t) for each
t ∈ Tj . Then we can write the exponentiated reward ẑ(t) = ev̂(t)/λ of each terminal state as
ẑ(t) = w1 zj1 (t) + . . . + wn zjn (t),

(5)

where each weight is simply given by wk = ẑ(tk ). This is because for a given terminal state t` ∈ Tj ,
the value zjk (t` ) equals 0 for k 6= `, so the weighted sum simplifies to w` zj` (t` ) = w` · 1 = ẑ(t` ).
Due to compositionality, we can now write the estimated value of each non-terminal state s ∈ Si as
ẑ(s) = ẑ(t1 )zj1 (s) + . . . + ẑ(tn )zjn (s) ∀s ∈ Si , ∀Li ∈ Cj .

(6)

Here, the terminal states t1 , . . . , tn are by definition exit states in E. If we have access to a value
estimate ẑE : E → R on exit states, as well as the value functions zj1 , . . . , zjn of all base LMDPs, we
can thus use (6) to express the value estimate of each other state without learning. Hence (6) is a
form of value function decomposition, allowing us to express the values of arbitrary states in S in
terms of value functions with smaller domains. Concretely, there are O(CN ) base LMDPs, each
with O(M ) values, so in total we need O(CM N + E) values for the decomposition.
Example Returning to the example in Figure 1, there are five base LMDPs with value functions
z G , z L , z R , z T and z B , respectively. Given an initial value estimate ẑE for each exit state in E, a
value estimate of any state in the top left room is given by ẑ(s) = ẑE (2T )z B (s) + ẑE (3L )z R (s),
where we use ẑE (G) = ẑE (L) = ẑE (T ) = 0 to indicate that the terminal states G, L and T are not
present in the top left room. We need CM N = 125 values to store the value functions of the 5
base LMDPs, and E = 9 values to store the value estimates of all exit states. Although this is more
than the 100 states of the original LMDP, if we increase the number of rooms to X × Y , the term
CM N is a constant as long as all rooms have equivalent dynamics, and the number of exit states is
E = (2X − 1)(2Y − 1), which is much smaller than the 25XY total states. For 10 × 10 rooms, the
value function decomposition requires 486 values to represent the values of 2,500 states.
4.3

Model-Based Algorithm

In the case of known dynamics, we can simply use the power iteration method on the Bellman
equations in (2) to solve the base LMDPs of all equivalence classes. To compute the values of the
original LMDP L for the exit states in E, the compositionality relation in (6) provides us with a
system of linear equations, one for each non-terminal exit state. We can reformulate this system of
equations in matrix form by defining a vector of values zE for exit states:
zE = GzE .

(7)

Here, the matrix G contains the values of the base LMDPs according to (6). Again, we can use the
power iteration method on this system of linear equations to obtain the values of all exit states in E.
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We do not explicitly represent the values of states in S \ E since they are given by (6). Since we can
now obtain the value z(s) of each state s ∈ S, we can define the optimal policy directly in terms of
the values z and (3). Hence unlike most approaches to hierarchical reinforcement learning, the policy
does not select among subtasks, but instead depends directly on the decomposed value estimates.
4.4

Model-Free Algorithm

In the case of unknown dynamics, we maintain estimates ẑj1 , . . . , ẑjn of the value functions of the
base LMDPs associated with each equivalent subtask Lj . These estimates are updated using the
Z-learning rule in (4) after each transition. To make learning more efficient, we can use a single
transition (st , rt , st+1 ) with st ∈ Sj to update the values of all base LMDPs associated with Lj
simultaneously. This is known in the literature as intra-task learning [Kaelbling, 1993].
Given the estimates ẑj1 , . . . , ẑjn , we could then formulate and solve the same system of linear equations
in (6) to obtain the value estimates of all exit states. However, it is impractical to solve this system of
equations every time we update the estimates ẑj1 , . . . , ẑjn . Instead, we explicitly maintain estimates ẑE
of the values of exit states in the set E, and update these values incrementally. To do so, we turn (6)
into an update rule:
ẑE (s) ← (1 − α` )ẑE (s) + α` [ẑj1 (s)ẑE (t1 ) + · · · + ẑjn (s)ẑE (tn )].
(8)
The question is when to update the value of an exit state. We propose several alternatives:
V1 : Update the value of an exit state s ∈ Ei each time we take a transition from s.
V2 : When we reach a terminal state of the subtask Li , update the values of all exit states in Ei .
V3 : When we reach a terminal state of the subtask Li , update the values of all exit states in Ei
and all exit states of subtasks in the equivalence class Cj of Li .
Again, the estimated policy π is defined directly by the value estimates ẑ and (3), and thus does not
select among subtasks. Below is the pseudo-code of the model-free algorithm.
Algorithm Model-free algorithm
1: Input: An LMDP L = hS, T , P, R, J i and a partition {Si }L
i=1 of S
2:

3:
4:
5:
6:
7:
8:
9:

4.5

A set {C1 , . . . , CC } of equivalent subtasks and related base LMDPs Lkj = hSj , Tj , Pj , Rj , Jjk i
Initialization:
ẑE (s) := 1 (∀s ∈ E) {high-level Z function approximation}
ẑjk (s) := 1 {base LMDPs 1 . . . |Tj | for each equivalent subtask Lj }
while termination condition is not met do
observe transition st , rt , st+1 ∼ π̂(·|st ), where st ∈ Si and Li ∈ Cj
update lower-level estimations ẑjk (st ) using (4)
if st ∈ E or st+1 ∈ Tj then {st is an exit or st+1 is terminal for current subtask Lj }
apply (8) to update ẑE using variant V1 , V2 or V3
end if
end while
Analysis

Let L = hS, T , P, R, J i be an LMDP, and let Li = hSi , Ti , Pi , Ri , Ji i be a subtask associated with
the partition Si ⊆ S. Let z denote the optimal value of L, and let zi denote the optimal value of Li .
Lemma 4.2 If the reward of each terminal state t ∈ Ti equals its optimal value in L, i.e. zi (t) = z(t),
the optimal value of each non-terminal state s ∈ Si equals its optimal value in L, i.e. zi (s) = z(s).
Proof Since Pi and Ri are the restriction of P and R onto Si , for each s ∈ Si we have
X
X
zi (s) = eRi (s)/λ
Pi (s0 |s)zi (s0 ) = eR(s)/λ
P(s0 |s)zi (s0 ),
s0

s0

which is exactly the same Bellman equation as for z(s). Since zi (t) = z(t) for each terminal state
t ∈ Ti , we immediately obtain zi (s) = z(s) for each non-terminal state s ∈ Si .
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As an immediate consequence of Lemma 4.2, assigning the optimal value z(t) to each exit state t ∈ E
yields a solution to (7), which is thus guaranteed to have a solution with eigenvalue 1. The lemma
also guarantees that we can use (6) to compute the optimal value of any arbitrary state given optimal
values of the base LMDPs and the exit states. The only necessary conditions needed for convergence
to the optimal value function is that i) {Si }L
i=1 is a proper partition of the state space; and ii) the set
of terminal states Ti of each subtask Li includes all states that are reachable in one step from Si .
Lemma 4.3 The solution to (7) is unique.
Proof By contradiction. Assume that there exists a solution z0E which is different from the optimal
values zE . We can extend z and z0 to all states in S by applying (6). Due to the same argument as in
the proof of Lemma 4.2, the solution z0 satisfies the Bellman optimality equation of all states in S.
Hence z0 is an optimal value function for the original LMDP L, which contradicts that z0 is different
from z since the Bellman optimality equations have a unique solution.
Lemma 4.4 For each subtask Li and state s ∈ Si+ , it holds that zi1 (s) + · · · + zin (s) ≤ 1.
Proof By induction. The base case is given by terminal states t` ∈ Ti , in which case zi1 (t` ) + · · · +
zin (t` ) = zi` (t` ) = 1. For s ∈ Si , the Bellman equation for each base LMDP yields
X


zi1 (s) + · · · + zin (s) = eRi (s)/λ
P (s0 |s) zi1 (s0 ) + · · · + zin (s0 ) .
s0

Since Ri (s) = R(s) < 0 holds by assumption, and since zi1 (s0 ) + · · · + zin (s0 ) ≤ 1 holds for each
s0 by hypothesis of induction, it follows that zi1 (s) + · · · + zin (s) ≤ 1.
As a consequence, just like the matrix RP in (2), the matrix G in (7) has spectral radius at most 1,
and hence the power iteration method is guaranteed to converge to the unique solution with largest
eigenvalue 1, corresponding to the optimal values of the exit states.
The convergence rate of the power iteration method is λ < 1, where λ is the eigenvalue of RP or G
with second largest value, i.e. less than 1. Assuming a similar convergence rate, the time complexity
of the power iteration method depends on the matrix multiplication. Given an upper bound B on the
support of P and a sparse representation, the matrix multiplication in (2) has complexity O(BS).
In comparison, the matrix multiplication of the O(CN ) base LMDPs has complexity O(BK),
while the matrix multiplication in (7) has complexity O(N E). Hence the hierarchical approach is
competitive whenever O(CN BK + N E) is smaller than O(BS). In the 10 × 10 room example,
CN BK + N E = 500 + 1,805 = 2,305, while BS = 10,000.

5

Experiments

In this section, we empirically test the model-free algorithm in several experiments. In the first set of
experiments, we extend the example from Figure 1 to X × Y rooms. In the second set of experiments,
we use the Taxi domain [Dietterich, 2000].
The example in Figure 1 is brittle, in the sense that changing the configuration and size of the
rooms may break the assumption of equivalence, which in turn makes the hierarchical approach less
powerful. However, the notion of equivalence is naturally associated with factored (L)MDPs, in
which the state is factored into a set of variables V = {v1 , . . . , vm }, i.e. S = D(v1 ) × · · · × D(vm ),
where D(vi ) is the domain of variable vi , 1 ≤ i ≤ m. Concretely, if there is a subset of variables
U ⊂ V such that the transitions among U are independent of the variables in V \ U, then it is natural
to partition the states based on their assignment to the variables in V \ U. Consequently, there is a
single equivalent subtask whose set of states is ×v∈U D(v), i.e. all partial states on the variables in U.
The Taxi domain is described by three variables: the location of the taxi, and the location and
destination of the passenger. Since the location of the taxi is independent of the other two, it is
natural to partition the states according to the location and destination of the passenger. Each partition
consists of the possible locations of the taxi, defining a unique equivalent subtask whose terminal
states are the locations at which the taxi can pick up or drop off passengers. Since there are 16 valid
combinations of passenger location and destination, there are 16 such equivalent subtasks. Dietterich
[2000] calls this condition max node irrelevance, where “max node” refers to a given subtask.
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Learning rates for each abstraction level are decreased as α` (t) = c` /(c` + n) where n represents
the episode each sample t belongs to. We empirically optimize the constant c` for each domain.
5.1

Rooms Domain

We run several experiments with different grid sizes. One one side, we kept the room dimensions
fixed to 5 × 5 to analyze the impact of the number of rooms in two grids of 3 × 3 (246 states) and
8 × 8 (1696 states). Alternatively, we reduced the size of individual rooms to 3 × 3 and increased the
number of rooms to 5 × 5 (270 states). The first and the last instances have the same number (225) of
interior states. This allows us to have a better understanding of different hierarchical structures.
In each problem, we run the three variants of the model-free algorithm (V1 , V2 , V3 ) and Z-learning
without hierarchical decomposition (Z-IS). We use a temperature λ = 1, which provides good results
in all cases. Figure 2 shows the mean absolute error (MAE) over time in each problem, compared to
the optimal value (which we compute separately). Variant V3 , updating the exits of all equivalent
rooms, converges the fastest, and the difference increases as a function of the number of rooms.

Figure 2: MAE over time for 3 × 3 (left), 5 × 5 (middle) and 8 × 8 (right) room instances.
5.2

Taxi Domain

Since LMDPs have no explicit actions, we adapted the Taxi domain as follows. When the taxi is
at the correct pickup location, it can transition to a state with the passenger in the taxi. In a wrong
pickup location, it can instead transition to a terminal state with large negative reward (simulating an
unsuccessful pick-up). When the passenger is in the taxi, it can be dropped off at any pickup location,
successfully completing the task whenever dropped at the correct destination.

Figure 3: MAE over time for 5 × 5 (left) and 10 × 10 (right) grids of Taxi domain.
Figure 3 shows the results of experiments in two instances of the Taxi domain with 5 × 5 (408 states)
and 10 × 10 (1608 states) grids, respectively. Here, the difference between the three variants is less
pronounced, even when increasing the size of the grid.

6

Conclusion

In this paper we present a novel approach to hierarchical reinforcement learning for linearly-solvable
Markov decision processes. Using subtask compositionality we can decompose the value function and
derive algorithms that converge to the optimal value function. The main limitation is the restriction to
LMDPs, but we believe that our approach could inspire novel algorithms also for general MDPs.
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